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Abstract

Loop vectorization is a well-studied technique in compiler development that

utilizes vector units of the underlying processor to improve the performance

of the loop. Loop vectorization is widely adopted in production-level compil-

ers to leverage the processor SIMD capacities. Traditionally, most compilers

convert all iterations of a vectorizable loop into vector operations to decrease

processing time, as the throughput of vector operations is higher than their

scalar counterparts. Yet with the advent of new processor architectures es-

pecially in out-of-order superScalar architectures, vectorizing the entire loop

might not saturate the computation capacity of the processor as the processor

has several pipelines, which can be fed by different instructions at the same

clock cycle. Therefore, current vectorization techniques fall short of realizing

the whole computation capacity of the processor and may lead to generating

sub-optimal code in terms of performance.

To mitigate this issue, this thesis proposes Scalar Interpolation, a technique

that inserts scalar operations into vectorized loops to increase the utilization

in processors with distinct pipelines for scalar and vector processing. Scalar

interpolation inserts scalar operations for an entire iteration of the sequential

loop to avoid data movements between vector and scalar registers. A challenge

in this technique was to devise an approach to guide the compiler’s decision

to interpolate scalar operations in a loop. We developed a static cost model

and an auto-tuning approach to dynamically discover a sweet spot for scalar
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interpolation in a loop. A performance study on an LLVM-based prototype

reveals speedups of up to 30% on Intel Xeon (x86) with static analysis of

the cost model, and 43% on Kunpeng-920 (AArch64) with auto-tuning. This

thesis also explores the usability of scalar interpolation in real-world programs

by using a crawler to find opportunities for scalar interpolation in popular

github repositories.
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Be happy for this moment. This moment is your life.

– Omar Khayyam, Mathematician and Poet, 12th century.
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Chapter 1

Introduction

Vectorization converts scalar code into code where each operation executes on
a sequence of data elements in parallel [48]. Compiler developers have imple-
mented auto-vectorization techniques since the appearance of vector computers
such as Cray-1 [1]. Major production compilers implement auto-vectorization
as part of their optimization pipeline to support vector extensions in com-
modity processors [4], [5]. Most vectorization techniques focus on exploiting
instruction/data level parallelism by vectorizing all iterations of vectorizable
loops since the throughput of vector operations is higher than the scalar coun-
terparts in most architectures.

Compiler developers have developed two major auto-vectorization tech-
niques:

Superword-Level Parallelism (SLP) is applicable to code without control
flow, also referred to as straight-line code. SLP vectorizes statements by
packing them into groups of isomorphic statements. In this approach,
vectorization is deemed beneficial if the gains from parallelization over-
come the cost of packing and unpacking data into and from vectors [26].

Loop Vectorization packs several iterations of a scalar loop into one vector
iteration. The number of loop iterations packed into one vector iteration
is called the Vectorization Factor (VF). The cost of loop vectorization
is the sum of the latencies of all instructions in the loop body divided
by the vectorization factor. This cost represents how long it takes to
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execute one iteration of the loop in the vectorized code. Comparing this
cost with the execution time of a single iteration of the corresponding
scalar loop determines if vectorization is beneficial.

Whether SLP or loop vectorization is used, instruction latency is the main
hardware characteristic used in the cost estimation. However, most contem-
porary out-of-order super-scalar processors feature distinct pipelines for scalar
and vector processing. Therefore, vectorization decisions based solely on in-
struction latency overlook hardware characteristics that affect the performance
of vectorized code. For instance, vectorizing the entire loop body based on la-
tency constraints ignores how much work must be performed by the vector
units. This focus on latency can cause imbalanced workload distribution over
the hardware resources, leaving scalar units underutilized.

Partial vectorization consists of scheduling some statements of a loop iter-
ation to vector units and other statements to scalar units. Thus partial vec-
torization may initially seem like a solution to the scalar/vector load balance
problem. However, in close inspection, partial vectorization requires extra data
movement between scalar and vector registers where data use, such as a def-
use dependence, crosses a boundary between scalar and vector instructions [2].
Such extra data movements increase the pressure on memory and registers and
reduce the number of cases in which partial vectorization is beneficial.

This thesis proposes scalar interpolation, a new approach for loop vector-
ization, that exploits the separate vector and scalar pipelines in out-of-order
superscalar processors by selecting some of the iterations of a vectorized loop to
be executed in the scalar pipeline. With scalar interpolation loop-independent
data dependencies do not require data movement between vector and scalar
registers. Given that vectorizable loops are free of loop-carried dependencies,
scalar interpolation can use execution units more effectively without imposing
additional pressure on memory and registers. Scalar interpolation is always
legal for vectorized loops because it does not change any data dependencies
in the loop. Thus, the only concern with scalar-interpolation application is
whether it is beneficial. The scalar interpolation factor is the number of itera-
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tions of the original sequential loop that should be interpolated between two
iterations of the vectorized loop. This thesis presents two ways of determining
the scalar-interpolation factor for a given loop: 1. an analytical cost model
that is based on a simulation of a list-scheduling algorithm and the charac-
teristics of the target processor architecture; and 2. an auto-tunning approach
that explores various scalar-interpolation factors to select the most beneficial
one.

The remaining of this thesis explains commodity processors’ adoption of
SIMD hardware; explores vectorization algorithms in LLVM; describes recent
processor-architecture innovations and the issues these innovations may cause
to vectorization; discusses how Scalar interpolation has the potential to miti-
gate some of these issues; presents an evaluation of scalar interpolation; and
discusses how previous work relates to scalar interpolation.
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Chapter 2

SIMD concept, hardware and
compiler support

Single Instruction Stream Multiple Data stream (SIMD) is a well-known pat-
tern of computations in which a data stream is processed by a single instruction
[15]. It has been widely adopted in different types of processors from which
many applications benefit. Modern production compilers have employed sev-
eral heuristics to automatically transform the code in such a way that it uti-
lizes the SIMD instructions (a.k.a. vector instructions) of the processors. This
chapter discusses hardware and compiler support of SIMD, as well as recent
advancements in the processor design that inspired the idea of scalar interpo-
lation.

2.1 SIMD Hardware Support

The concept of SIMD has been introduced by the appearance of array proces-
sors such as Illiac-IV [15]. SIMD hardware is then incorporated into vector
processors and supercomputers such as Cray-1 for scientific calculations [1].

With the increasing amount of computations introducing a wide range
of applications that needed advanced graphics on personal computers and
widespread internet use, general-purpose processors have adopted SIMD ex-
tensions, usually known as multi-media extensions at the time. Intel has
introduced MMX extension [36] starting with Intel Pentium and P6 family
processors, which has adopted SIMD technology into personal computers. In-
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tel later released Streaming SIMD Extensions (SSE) as another architecture
extension to support SIMD instructions.

SIMD extensions are now fully established in most processors and have
expanded into server processors and cellphones. They also support a large
instruction set since the introduction of Arm Neon [3] and Intel AVX [22].

2.2 Leveraging SIMD Capacities by Compiler

SIMD instructions have been widely used in many applications to improve the
performance. Since the early existence of SIMD hardware, compiler engineers
have devised transformations to automatically convert programs to take ad-
vantage of SIMD capabilities of the processors [1]. These transformations, gen-
erally referred to as vectorization, initially aimed to use Data-Level Parallelism
(DLP), which exploits the simultaneous processing of multiple data elements
using a single instruction. Vectorization techniques use different heuristics to
find regions of the code with DLP opportunities and transform those sections
to use SIMD (a.k.a. vector) intrinsics.

With the progress made on the hardware support for SIMD, auto-vectorization
approaches have emerged on production compilers [4], [5]. Two major vector-
ization techniques have been developed on these compilers: Superword-level
Parallelism (SLP) and Loop Vectorization.

Superword-level parallelization, which can be applied to straight-line code,
aims to vectorize statements by packing them into groups of isomorphic state-
ments. In this sense, in addition to DLP, it also leverages Instruction-Level
Parallelism (ILP). ILP is another form of parallelism in which multiple inde-
pendent instructions can be executed concurrently.� �

1 c[0] = (a[0] * 23) + (b[0] * 13);

2 c[1] = (a[1] * 23) + (b[1] * 13);

3 c[2] = (a[2] * 23) + (b[2] * 13);

4 c[3] = (a[3] * 23) + (b[3] * 13);� �
Listing 2.1: A region of code eligible for applying SLP
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The way that the SLP algorithm works can be best presented by an ex-
ample shown in Listing 2.1, which is a simple weighted-sum calculation. The
algorithm starts by grouping memory operations; it packs the loads from ar-
rays a and b into two groups and the stores into array c in another group.
Then it looks for other groups using the def-use chains in the data dependency
graph; while finding possible groups, it also creates a structure to represent
the data dependencies between groups. For this example, the resulting struc-
ture is shown in Figure 2.1. This structure is further used to vectorize the
nodes and apply the packing/unpacking needed to keep the program seman-
tics intact. In the algorithm, vectorization is deemed beneficial if the gains
from parallelization overcome the cost of packing and unpacking data into and
from vectors [26].

Figure 2.1: The SLP structure created for Listing 2.1

The final version of the code after applying SLP is shown in Listing 2.2. In
that code, the [:] operator represents the range of indices of the arrays that
a vector load or store instruction is reading, and the {} operator represents a
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vector of constants, and all the operations are vectorized.� �
1 c[0:3] = (a[0:3] * {23, 23, 23, 23}) + (b[0:3] * {13, 13, 13,

13});� �
Listing 2.2: The region of code in Listing 2.1 after applying SLP

The other key vectorization algorithm is loop vectorization. Loops are a
natural target for vectorization algorithms because they repeatedly execute an
instruction sequence, creating many DLP and ILP opportunities. Generally,
loop vectorization focuses on packing several consecutive iterations of the loop
into a vectorized iteration. When loops are vectorized, the vectorization factor
(VF) is the number of loop iterations packed into one vector iteration. The
algorithm checks first if it is legal to vectorize the loop. Vectorization is legal
if it does not violate the semantics of the program, such as data dependen-
cies. Then the algorithm decides on profitability by analyzing the cost of the
transformation. The ratio between the sum of the latencies of all instructions
in the loop body and the vectorization factor indicates how long it takes to
execute one iteration of the loop in the vectorized code. Comparing this ratio
with the execution time of a single iteration of the original loop determines
if vectorization is beneficial. If the cost analysis indicates a benefit, then the
transformation is applied. It first iterates over all the loop instructions and
replaces them with the corresponding vector instruction, then proceeds to fix
dependencies and perform other required code adjustments. This chapter ex-
plains the process of loop vectorization in LLVM, one of the main compiler
infrastructures that is publicly available, as the implementation of Scalar In-
terpolation is done in this framework.

2.2.1 LLVM infrastructure and Loop Vectorization in
LLVM

LLVM compiler infrastructure [27] is one of the most renowned compiler frame-
works that hosts the implementation of many compiler analyses and transfor-
mations and currently supports compilation of many well-known programming
languages such as C/C++, Rust, and Julia.
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The compilation process in LLVM starts by converting the source code of
a programming language that LLVM supports into a language-independent
intermediate representation, called LLVM IR. This step is done by different
front-end frameworks implemented for those programming languages, such
as Clang for C/C++. After generating the LLVM IR from the source code,
the compilation applies a sequence of optimization passes, called LLVM pass
pipeline, on the LLVM IR code to further optimize the code. Each pass in
the compilation pipeline may be a code-transformation pass or a code-analysis
pass. A user can configure the pipeline to include/exclude some passes. The
standard LLVM pipeline used in a conventional compilation process is shown
in Figure 2.2.

Figure 2.2: LLVM pass pipeline from [55]

The first stage of the pipeline contains passes whose objective is to simplify
and remove unnecessary LLVM IR code without losing information needed by
the upcoming passes; for instance, the instCombine pass applies algebraic sim-
plifications on the arithmetic operations of the LLVM IR code. The next phase
which comprises the majority of the passes in the pipeline, contains the three
stages of the pipeline shown in a loop in the middle of the figure. These stages
have the same objective as the first one, yet in addition to the straight-line
code, they focus on different program structures such as functions and loops.
For example, the inliner pass tries to inline functions - meaning copying the
function code to where it is invoked - to reveal more optimization opportunities.
In the last stage, the compilation process complicates the LLVM IR code to
leverage hardware features (a.k.a. target-specific features) such as vector units.
The most important passes run in this stage are vectorization passes. Other
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passes make the code suitable for vectorization. These passes need the target
information in their analysis to decide if vectorization is beneficial. Thus, they
are located near the end of the pipeline, where the LLVM IR code has been al-
most finalized and can be used for cost estimation. In this step, target-specific
information is accessible via a series of interfaces working as a proxy model,
which provides high-level information about the hardware such as the latency
of a given instruction relative to a simple addition operation. After this phase,
the LLVM IR code is passed to the target-specific backends implemented in
LLVM to lower the code to the binary code suitable for a given target.

The last stages of the pipeline are SLP and loop vectorization. Loop vec-
torization is of special interest in this section because it is where Scalar In-
terpolation is implemented. The loop vectorization pass is composed of three
main steps:

1. Legality-check Step: This step checks if it is legal to transform the
loop with vectorization. It avoids vectorization when it infers it to be
illegal. The main checks occur in the following areas:

(a) Jumps within the loop body: whether it is a conditional, a switch
statement, or a function call, it is considered illegal to vectorize un-
less there is a workaround for the jumps. For instance, if a called
function can be mapped to a single vector instruction in the tar-
get (such as some math functions like sin), it can be vectorized.
Another notable exception is the cases where the target supports
masking and predication and the condition can be removed predi-
cation, in such cases the loop can be vectorized after predication.

(b) Irregular memory access: If the loop contains non-consecutive mem-
ory accesses in the loads or stores, it is not vectorizable. There are
some exceptions. For instance, constant-stride accesses in some tar-
gets that support gather load and scatter store instructions. Also,
some access patterns to memory locations, such as accessing only
even or odd indices of the array, can be vectorized by interleaving.
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(c) Non-vectorizable instructions: If there is an instruction whose vec-
tor equivalent is not supported by the target, or uses/generates a
value with non-vectorizable type, or the one that produces a value
that is used outside of the loop, the loop is deemed as illegal to
vectorize. Another important case for vectorization is the floating
point arithmetic operations; since changing the order of operations
in a floating point arithmetic expression can change the final result,
these instructions are considered non-vectorizable unless the user
expresses otherwise (for example by using the -ffast-math flag in
Clang).

This category checks some patterns of mathematical expressions
such as reduction or recurrence; in the case of reduction, it is legal
to vectorize the loop yet only the first-order recurrence and any
other recurrences that could be expressed using the first-order one
are vectorizable by now.

(d) Instruction dependencies: it may be illegal to vectorize a loop if an
instruction depends on a value generated by another instruction in
the previous iterations (i.e., there is a loop-carried dependency). In
loop-carried dependency, dependency distance refers to the number
of iterations between the instruction that defines the value and the
one that uses it. If the dependency distance is smaller than the
smallest possible vectorization factor, then the loop is illegal to
vectorize.

There are also some other minor checks in each of the above categories.
In each category, exceptions could be vectorized using workarounds or
introducing constraints. If the code passes all the above checks, the new
constraints are passed to the next step.

2. Plan Step: Built on top of the constraints of the legal step, loop vec-
torizer generates different vectorization plans (VPlans), calculates their
cost, optimizes them, and selects the best one according to the cost [59]
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in this step. The planning is an “analysis-like” step because it does not
change the LLVM IR code. In the planning, the loop vectorizer builds
different VPlans based on decisions that could be made for the loop in-
structions. Then, each VPlan goes through several transformations to
address the constraints introduced by the legal step and simplify and op-
timize the VPlan. Finally, the best VPlan according to the loop vector-
izer cost model is selected and passed to the next step. During the entire
process, a cost model is used to estimate the cost of each decision. This
cost model estimates each decision cost based on the reciprocal through-
put. Reciprocal throughput refers to the average number of clock cycles
needed for the instruction execution, which could be seen as a proxy for
the instruction latency. This cost of each instruction is normalized based
on the cost of a simple integer addition in the target. The cost of each
instruction is also available via an interface called TargetTransformInfo
[32].

In the planning step, loop vectorization might terminate the process if
the cost of the vectorized loop according to the best VPlan is higher
than the cost of the original loop, called a scalar loop in this context. If
a beneficial VPlan is found, the process continues by moving on to the
next step.

3. Execute Step: This step is where the loop vectorizer transforms the
LLVM IR by generating the vectorized loop. The decision for each in-
struction (or a group of instructions in some cases) is made in the se-
lected VPlan, and this step generates the vectorized loop by following
the VPlan. Once the loop body has been transformed, this step fixes any
broken data dependencies, such as reduction or recurrences, and makes
necessary adjustments to instructions outside of the loop boundaries that
depend on the values generated within the loop.

Following the above steps, LLVM loop vectorizer automatically transforms
a scalar loop into a vectorized form.
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This chapter represented an overview of the utilization of processor SIMD
resources by a compiler through a review of the process of vectorization in
the compiler stack in LLVM. Compilers exploit SIMD capabilities by compact-
ing several independent isomorphic instructions, either from a loop or from
straight-line code, into vector instructions. Although this approach increases
the utilization of the SIMD resources, it might not fully utilize processor ca-
pabilities given the current architecture of the commodity processors. This
concern is explained in detail in the next chapter.
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Chapter 3

Modern trends in architecture
design and auto-vectorization
shortcomings to utilize them

This chapter describes the main trends and innovations in processor architec-
tures that urge the demand to revise the vectorization process in the compilers
and includes a case study showing how the current loop vectorization algorithm
might not fully utilize the processor capabilities.

3.1 architecture innovations

Two major architectural innovations in the design of the majority of current
processors have raised the need to revise auto-vectorization approaches.

SuperScalar architecture is a critical innovation in modern processors that
has aimed to enhance performance by increasing the number of instructions
that can be executed simultaneously. The concept emerged in the late 1980s
and early 1990s as a natural evolution of pipelined processors [20], intended
to leverage instruction-level parallelism. SuperScalar architectures allow mul-
tiple instructions to be issued and executed in parallel, significantly increasing
the throughput of a processor. Intel introduced the first commercial x86 su-
perScalar processor by releasing the Pentium processor, which featured dual
instruction pipelines, allowing two instructions to be executed concurrently
[49].

The superScalar processor utilizes multiple functional units to execute
13



many instructions concurrently. Each pipeline can be dedicated to a specific
type of instruction, such as integer or floating-point.

In superScalar processors, there is often a shared instruction fetch and de-
code stage in the front end. Once the instruction is decoded, it is dispatched to
the proper execution port based on the type of instruction and availability of
the execution port. An execution port is a hardware mechanism that contains
several execution units (also called functional units), each of which is responsi-
ble for executing a specific type of instruction. For instance, an execution port
may host the execution units for integer and floating-point ALU operations.
This backend section of the architecture has several execution ports and func-
tional units. After decoding the instruction and assigning it to an execution
port, the instruction is placed into a specific queue for that port, called the
issue queue. This queue works as a buffer for the port, and the functional
units in the port execute the instructions by consuming them from the queue.
Instruction execution stalls when the issue queue is full.

Assigning an instruction to an execution port in the backend is often per-
formed by employing a dynamic scheduling algorithm such as Tomasulo’s al-
gorithm [57], which tries to maximize the number of instructions that can be
executed in parallel. This approach mitigates stalls by resolving dependencies
between instructions on the fly.

Current superScalar processors have several pipelines to execute instruc-
tions in parallel, and in some cases, such as Huawei TSV110 architecture,
they even have separate pipelines for vector and scalar instructions. Auto-
vectorization algorithms can leverage this feature to improve the utilization of
processor resources.

Another key architectural innovation to maximize processor performance is
Out-of-Order (OoO) execution. The concept of out-of-order execution was first
introduced to tackle the bottlenecks associated with instruction dependencies.
The algorithm, known as Tomasulo’s algorithm, was first implemented in IBM
System/360 Model 91, and was used to dynamically schedule instructions and
allow instructions to execute as soon as their operands were ready, regardless
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of their original program order [57]. It included a hardware mechanism to
preserve precedence among instructions while enabling the parallel execution of
independent operations. It was a breakthrough in leveraging more parallelism
while preserving program correctness.

The development of out-of-order execution became a critical feature in
modern microprocessors. During the 1990s, with the evolution of superScalar
architectures, OoO execution gained popularity in general-purpose processors
to overcome the limitations of in-order pipelines. Processors such as the Intel
Pentium Pro [21] and the AMD K5 incorporated OoO execution to increase
performance by efficiently utilizing available processor resources.

In a traditional in-order processor, instructions are fetched, decoded, and
executed strictly in the order they appear in the program. This approach often
leads to idle processor resources whenever an instruction depends on the result
of a previous instruction. In contrast, an out-of-order processor dynamically
reorders instructions to execute them as soon as all necessary resources and
operands are available. This increases instruction throughput and reduces the
impact of stalls, such as those due to memory latency or data hazards.

Given the aforementioned architectural innovations, the current status of
loop vectorization may not fit the underlying hardware resources, and it tends
to overutilize the vector units and overlook the scalar resources. The following
case study further enlightens this issue.

3.2 Stalls Caused by Saturated Issue Queues

Architectural innovations, such as OoO execution and superScalar architec-
tures, led to the utilization of vector units while leaving the scalar units idle.
Here scalar, as opposed to vector, refers to a form of computation in which a
single instruction operates on single data points. The units in the processor
associated with this form of computation are called scalar resources.

Conventional compiler vectorization algorithms aim to extract the max-
imum ILP from vectorized code by saturating the available vector resources.
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This may result in over-utilization of the vector resources and under-utilization
of the processor’s scalar computational capacity. For instance, the current im-
plementation of loop vectorization in LLVM uses interleaving techniques on
top of vectorization to maximize the utilization of vector units in the loops.

Interleaving refers to distributing multiple iterations of a loop across differ-
ent vector lanes to enable parallel execution. This approach allows instructions
from separate iterations to be executed simultaneously, maximizing the utiliza-
tion of vector computational units, which is most beneficial when there is no
dependency between consecutive iterations. The number of interleaved loop
iterations depends on the processor resources available for simultaneous use,
such as the number of vector registers.

Loop vectorization algorithms, such as LLVM loop vectorizer pass have
incorporated the concept in their implementation, considering interleave count
as a vectorization factor.� �

1 for (k = 0; k < _PB_M; k++)

2 C[i][j] += 3 * A[i][k] * A[j][k];� �
Listing 3.1: The loop in line 88 of syrk kernel in PolyBench benchmark after
performing loop interchange

Benchmark syrk from the PolyBench suite [41] after performing a loop
interchange - which is a loop transformation that reorders the loops in a loop
nest - will contain a vectorizable loop shown in Listing 3.1 that exemplifies
vectorization with interleaving. First LLVM determines that the vectorization
of this loop is legal and beneficial, and then it transforms the scalar loop to a
vectorized version. Loop interleaving is then applied to saturate the processor’s
vector units.

Listing 3.2 shows the transformed pseudo-code after compilation for the
TSV110 architecture. The loop-vectorization cost model selects a vectoriza-
tion factor of four and an interleave count of two. Table 3.1 shows the top-
down analysis [61] of vectorized syrk performed on a Kunpeng 920 machine
(TSV110 microarchitecture). Top-down is a performance analysis technique
that identifies bottlenecks in CPUs by sampling various performance counters.

16



� �
1 vc1[0:3] = {0, 0, 0, 0};

2 vc2[0:3] = {0, 0, 0, 0};

3 for (k = 0; k < ⌊_PB_M/8⌋ * 8; k += 8) {

4 vc1[0:3] += alpha * A[i][k: k + 3] * A[j][k: k + 3];

5 vc2[0:3] += alpha * A[i][k + 4: k + 7] * A[j][k + 4: k + 7];

6 }

7 c[i][j] += sum_lanes(vc1 + vc2)

8 for (; k < _PB_M; k++)

9 C[i][j] += alpha * A[i][k] * A[j][k];� �
Listing 3.2: syrk kernel pseudo code after vectorization. The vectorized loop has
an epilogue loop that is responsible for the remaining computations if the trip count
is not a multiple of the vectorization factor.

Predefined formulas based on the available performance counters calculate
what fraction of cycles are spent in different stages of the processor pipeline.
Bottlenecks are identified by starting at the top-most and broadest level of
categories (i.e., front-end and back-end bound) and narrowing down to more
specific categories. syrk is mostly back-end bound. The CPU backend consists
of the Core (i.e., execution units) and Memory (i.e., data accesses to memory)
components.
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Category Value
Frontend Bound 19.7%
Bad Speculation 11.0%
Retiring 34.8%
Backend Bound 34.5%

Resource Bound 4.4%
Core Bound 62.0%

Divider Stall 0.0%
FSU Stall 0.3%
Exec. Port Full 61.7%

ALU/BRU Issue Q. Full 0.1%
LSU Issue Q. Full 2.6%
FSU Issue Q. Full 17%

Memory Bound 26.4%

Table 3.1: Top-Down Analysis of syrk.

The dominance of the Core Bound sub-category under Backend Bound,
indicates that in syrk most of the stall cycles are due to execution units, and
not cache misses. The high percentage of Exec. Port Full in Core Bound

reveals that the processor stalls because the issue queues in the execution
ports are full: instructions fill the queues faster than they are drained. Thus,
instructions ready to execute must wait for a slot to be freed in the issue
queues. Exec. Port Full can further be dissected into three sources of issue-
queue stalls: (1) the scalar integer and branch issue queues (ALU/BRU Issue

Q.); (2) the floating-point and SIMD (i.e., vector) issue queues (FSU Issue

Q.); (3) the load and store unit issue queues (LSU Issue Q.). These stalls are
reported in the top-down analysis as a fraction of issue queue full stall cycles
normalized to total CPU cycles. Full-vector issue queues contribute 17% of the
stall cycles while the scalar integer and load-store execution units are mostly
idle. This top-down analysis shows a utilization imbalance in the vectorized
syrk: vector resources are over-utilized leading to issue-queue stalls while the
scalar units are underutilized.

Scalar Interpolation addresses the utilization imbalance of CPU execution
units imposed by conventional vectorization optimizations (e.g., loop vector-
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ization).
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Chapter 4

Scalar Interpolation: An
Attempt to Balance Vector and
Scalar Execution

As observed in the case study in Chapter 3, current vectorization transforma-
tion does not fit the latest mainstream processor architectures. This chapter
introduces Scalar Interpolation, which is an effort to bridge this gap by trans-
forming the vectorized loop in such a way that it can use the scalar execution
units of the processor where it is beneficial.

The main idea is to offload some of the iterations of the loop to scalar
units to leverage the scalar capacity of the processor while utilizing the vector
units. This is achieved by interpolating scalar iterations into vectorized loops.
The number of interpolated scalar iterations is the scalar interpolation factor
(SIF), determined by either a static cost model or an auto-tuning approach.

The Scalar Interpolation approach is showcased in the example in List-
ing 4.1. The listing shows an example of the transformation applied to the loop
in Listing 3.2. Adding scalar iterations to the vectorized loop reduces pressure
on vector function units and increases ILP. Conventional vectorization causes
stalls because it uses exclusively vector instructions thus saturating the vector
units while leaving available scalar units unused. Scalar interpolation reduces
this pressure in superScalar processors where the front-end dispatcher can for-
ward the interpolated scalar operations to the scalar units while continuing
to dispatch the vector operations without degrading the performance of the

20



vector units.
The Scalar Interpolation algorithm contains three major parts: legaliza-

tion, code transformation, and the cost model. Legalization is a part of the
algorithm that is responsible for checking if the changes that scalar interpola-
tion makes are legal and ensuring that the transformation does not alter the
semantics of the program. The code transformation step makes the necessary
changes in the code to interpolate SIF scalar iterations into the loop. Finally,
the cost model selects the beneficial SIF based on the information about the
available processor execution units and the instructions in the loop. Each
of these steps are explained in further details in the next three subsections.
One should note that given that scalar interpolation is implemented on LLVM
Loop vectorizer, the algorithm description and how each of these steps work
might have been influenced by the LLVM loop vectorization context. How-
ever, the algorithm is platform independent and could be easily adapted and
implemented other compiler infrastructures.� �

1 vc1[0:3] = {0, 0, 0, 0};

2 vc2[0:3] = {0, 0, 0, 0};

3 vcs = 0; 4

4 for (k = 0; k < ⌊_PB_M / 9⌋ * 9 2 ; k += 9 2 ) {

5 vc1[0:3] += alpha * A[i][k: k + 3]

6 * A[j][k: k + 3];

7 vc2[0:3] += alpha * A[i][k + 4: k + 7]

8 * A[j][k + 4: k + 7];

9 vcs += alpha * A[i][k + 8] * A[j][k + 8]; 1

10 }

11 c[i][j] += sum_lanes(vc1 + vc2) + vcs 3 4 ;

12 for (; k < _PB_M; k++)

13 C[i][j] += alpha * A[i][k] * A[j][k];� �
Listing 4.1: syrk benchmark pseudo code when scalar interpolation is applied with
SIF=1. Highlighted code are modifications that scalar interpolation make

21



4.1 Legality Check

Scalar interpolation is a code transformation initially applied to the vectorized
loops. Therefore, it conforms to any legality constraints that the loop vector-
ization has. In addition to that, there are some cases in which the loop is
vectorizable yet applying scalar interpolation is not legal, due to either violat-
ing the semantics of the program or implementation issues and lack of support
for some structures. The legality check ensures avoiding scalar interpolation
being applied to such cases as well.

Vectorization is applied to loops free of loop-carried dependencies or when
the dependence distance is larger than the vectorization factor. However, the
vectorized loop may have loop-carried dependencies introduced by the vector-
izer. For instance, when generating code for a loop with a first-order recur-
rence, LLVM reuses the vector registers containing the loaded values of the
recurrence from the previous iterations to avoid memory operations, leading
to loop-carried dependencies in the vectorized loop.

The scalar-interpolation legality check enforces no dependency between
the instructions scheduled to the scalar unit and vector instructions, there-
fore prevents loops with loop-carried dependency or first-order recurrences.
This constraint: (i) avoids the significant overhead associated with data trans-
fers between vector and scalar registers and related memory interactions; and
(ii) exposes ILP opportunities for subsequent scheduling passes, such as soft-
ware pipelining.

The legality-check pass avoids loops with control flow because the scalar
interpolation algorithm does not support it. Some compilers support vec-
torization of control flow in loops by flattening the control-flow graph using
predicated instructions for processors that support predicates. The algorithm
can be extended to handle if-converted control flow for such processors. The
modified algorithm would determine when interpolated masked instructions
are needed.

Finally, the legality check excludes loops that contain floating-point oper-
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ations. Although the transformation is type-agnostic and can be extended to
support floating-point types, scalar interpolation is limited to integer instruc-
tions for now because, in many architectures, vector and floating-point units
share the same ports or pipelines. Consequently, replacing vector floating-
point instructions with scalar ones would not improve performance.

In addition to these constraints, scalar interpolation does not currently
support interleaved access for non-consecutive stride patterns. This limitation
is specific to LLVM, as the LLVM loop vectorizer can handle certain non-
consecutive memory access patterns by interleaving multiple iterations. For
example, consider a loop that iterates over even indices of an array, and the vec-
torization factor is determined to be four. In such a case, the LLVM vectorizer
interleaves two vector iterations of the loop, effectively loading eight consec-
utive elements from the array. It then extracts the even-indexed elements to
form a single vector, which can be utilized in the vectorized instructions of
the loop. This allows the vectorizer to efficiently handle complex access pat-
terns while still maintaining the benefits of vectorization. Scalar interpolation
does not support such patterns yet due to the complexity of selecting the right
memory location to load/store during the code transformation. Other than
calculating the correct memory address to interact, the rest of the algorithm
can support interleaved access for non-consecutive memory locations.

4.2 Scalar-Interpolation Transformation

This description of a scalar-interpolation transformation assumes that it is a
pass in a compiler Intermediate Representation (IR) that uses Static Single
Assignment (SSA). Static Single Assignment is a compiler intermediate repre-
sentation form where each variable is assigned exactly once, and every variable
is uniquely defined before use [13]. In cases where multiple control-flow paths
converge and each path defines a shared value, such as after an if-else block,
distinct values are merged by ϕ instructions at join points. Modern compilers,
including LLVM, heavily rely on SSA form due to its capability to make op-
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timization phases more efficient, as SSA simplifies compiler optimization by
making the control-flow and data-flow more explicit and facilitates easier de-
tection of optimization opportunities like common sub-expression elimination
[44].

As demonstrated in Listing 4.1, to preserve program semantics, the scalar-
interpolation transformation must: (1) interpolate scalar instructions using
the SIF derived from the cost model; (2) adjust the step and termination
condition of the loop induction variable to reflect the modified loop iterations;
(3) handle live-out values correctly; and (4) manage reduction operations.

To better understand the algorithm description, one needs to learn about
how the program code is structured in the intermediate representation. This
explanation assumes that the program is structured in a Control-Flow Graph
(CFG), in which each node represents a basic block and each edge represents a
control-flow path. A basic block in this definition is a sequence of instructions
with only one entry point and only one exit [6]. Therefore, once the entry
instruction is executed, all subsequent instructions up to the exit point will
also be executed.

Algorithm 1 shows the scalar interpolation transformation algorithm with
the vectorized loop body and the SIF - the number of interpolated iterations
of the loop - as inputs. The algorithm goes through each vector instruction in
the loop and inserts SIF equivalent scalar instructions as shown in lines 19 to
26.

Algorithm 1 processes the loop instructions in reverse post order as shown
in lines 6 and 7, to ensure that it visits all the dependencies of an instruction
before visiting the instruction itself. This form of iteration shown in the al-
gorithm is based on the aforementioned assumption of program structure in
the intermediate representation, which is well-established in production com-
pilers. In other intermediate representations where the program is structured
differently, any iteration over the instructions that ensures all dependencies
are visited before the instruction itself is sufficient for the algorithm.

To keep track of the interpolated instructions, an entity called InstrMap is
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used in the algorithm. InstrMap is a hashmap in which each key is a vector
instruction from the original loop, and the corresponding value is a list of scalar
instructions representing copies of the original instruction. This list contains
SIF elements, and each element i in the list represents the scalar copy of the
original instruction for the i-th interpolated iteration. This way, InstrMap
maintain a one-to-one mapping between the original vector instructions and
the scalar copies made during the transformation. In addition, it provides
constant-time lookup for every access in Algorithm 1.
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Algorithm 1 Scalar Interpolation Transformation
1: procedure Transform(SIF, Loop)
2: IP ← NULL ▷ insertion point for new instructions
3: InstrMap← {}
4: PhisToF ix← []
5: IV s← Loop.getInductionVariables()
6: for BB in reversePostOrder(Loop) do
7: for Instr in BB do
8: if Instr instanceof ReductionPhi then
9: PhisToF ix.append(Instr)

10: IP ← Instr
11: for i = 0 to SIF − 1 do
12: ScalarInstr ← cloneScalar(Instr)
13: ScalarInstr.insertAfter(IP )
14: IP ← ScalarInstr
15: InstrMap[Instr].append(ScalarInstr)
16: end for
17: end if
18: IP ← insertUpdateInstrsForIV(Instr, InstrMap, SIF ,

IP , IV s)
19: for i = 0 to SIF − 1 do
20: Operands← InstrMap.get(Instr.operands(), i)
21: ScalarInstr ← cloneScalar(Instr)
22: ScalarInstr.setOperands(Operands)
23: ScalarInstr.insertAfter(IP )
24: IP ← ScalarInstr
25: InstrMap[Instr].append(ScalarInstr)
26: end for
27: end for
28: end for
29: FixPhis(PhisToF ix, Loop, InstrMap, SIF )
30: handleLiveOuts(Loop, InstrMap, SIF )
31: end procedure

To preserve loop-independent dependencies, Algorithm 1 updates InstrMap
whenever an instruction is interpolated. To add a new scalar instruction for
the interpolated iteration i, the algorithm first creates a scalar copy of the
vector instruction, and then selects the operands from the i-th items of the
corresponding lists of the vector operands in the original instruction (line 20
of Algorithm 1).

To adjust the step and termination condition, as illustrated in Listing 4.1,
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the induction-variable update operation is extracted from the original instruc-
tion, and SIF instructions are inserted, each updating the induction variable
by 1. SIF update instructions are required because, to preserve dependencies,
each interpolated iteration accesses its own update instruction. This is per-
formed in line 18 of Algorithm 1. After vectorization and scalar interpolation
with factor SIF , the loop step is S×(UF×V F+SIF ), where S is the original
step and UF and V F are interleaving and vectorization factors respectively.

One concern for the correctness of the code generated by scalar interpola-
tion transformation is live-out values. This concern is addressed in handleLiveOuts

function, which collects all the def-use pairs where the definition of the value
occurs inside the loop and the use is outside. For all of such def-use pairs, it
updates the definition to refer to the last equivalent interpolated instructions
for the definition using the InstrMap. This last instruction produces the final
live-out value for the definition. If the loop trip count is not known at com-
pile time or if it is not a multiple of UF.V F + SIF , the live-out values are
computed by the epilogue loop and are not a concern for scalar interpolation.

The last concern for scalar interpolation is the reduction pattern. A re-
duction operation contains a ϕ instruction that merges an initialization value
and a reinitialization value from the loop body. The vectorized loop contains
such a ϕ instruction that received the updated value from a vector instruc-
tion. Interpolated scalar iterations have a similar ϕ instruction with the same
initialization (lines 8 to 17 of Algorithm 1) but the source of the values are
scalar instructions. Thus, for correct code generation, the scalar-interpolation
instructions for the loop body must be generated before the edges for this ϕ

instruction are completed by the FixPhis function.
At the end of the transformation, the algorithm aggregates the scalar reduc-

tions with the reduced value of vector ones in the loop exit block to generate
the final reduction value.

27



4.3 Cost Model

Algorithm 1 uses Scalar Interpolation Factor (SIF) as one of its inputs. The
value of SIF is determined by a cost model, which seeks to predict a value
that balances the workload distribution between scalar and vector units and
increase overall execution unit utilization.

Cost Model Objective

The goal is to interpolate as many iteration as possible as long as the latency
for the interpolated version of the loop is lower than that of vectorized loop.

The cost model uses a critical-path-first greedy list scheduling algorithm [17]
for instruction sequencing to estimate the schedule length of the loop as a proxy
for execution latency. This scheduling algorithm is widely adopted as the main
instruction scheduler by production compilers [16], [31].

An alternative to the list scheduling algorithm is the Branch-and-Bound
(B&B) approach, which is a combinatorial optimization technique used for
instruction scheduling that explores the solution space [25]. B&B systemat-
ically builds partial schedules and prunes those that cannot lead to an opti-
mal solution. B&B algorithms for instruction scheduling typically involve an
enumeration process where partial schedules are evaluated based on a cost
function, which often considers instruction-level parallelism (ILP) and register
pressure [51]. A key advantage of B&B is its ability to find an optimal schedule,
unlike heuristic methods, by exhaustively searching the solution space while
using pruning techniques to reduce the search space. However, the exhaustive
nature of B&B can also be its biggest disadvantage, as the search space for
instruction scheduling can be vast, leading to significant compile times. There-
fore, the proposed cost model uses instruction scheduling approach to generate
a schedule for a given loop.

The algorithm is an instruction scheduling technique used to minimize
the overall execution time by focusing on both dependency and resource con-
straints. It starts by prioritizing instructions based on the critical path — the
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sequence of dependent instructions that take the longest to execute, which
determines the shortest possible runtime of the program. Initially, a priority
list of instructions is generated, where those on the critical path are assigned
higher priority, as delaying these instructions would extend the total execu-
tion time. The algorithm proceeds by attempting to greedily schedule the
highest-priority instruction that is ready, i.e., all its dependencies are already
scheduled and the hardware units that it requires are available. This way, at
each scheduling step, it selects an instruction that both maximizes usage of
idle hardware resources and minimizes the impact on the critical path.

Algorithm 2 first estimates Lvec, the schedule length of the original vector-
ized loop using the Data Dependence Graph of the loop body. Then, it keeps
increasing the SIF, starting from 1, to select the highest SIF as long as the
Equation 4.1 holds.

Lvec ≥ Lsi (4.1)

This inequality shows the comparison of latencies calculated for vector
and scalar interpolation versions of the loop. The latency is represented by
the schedule length for the vector and scalar interpolation version. Therefore,
the highest SIF that satisfies the constraint on Equation 4.1 is selected by the
cost model.

Assigining Execution Units to Instructions in the Scheduling Process

A processor execution engine consists of different execution ports, each sup-
porting a subset of instruction types. In addition, one instruction could be
supported by multiple execution ports. Therefore, assigning an instruction to
a specific port is important to achieve a better overall utilization, and the cost
model must take port utilization into account for SIF estimation.

The general problem of resource-constrained instruction scheduling is known
to be NP-Complete [58]. To tackle the resource constraints, the execution ports
of the processor are also prioritized based on a heuristic. Inspired by TF-IDF
weighting scheme [46], the proposed solution assigns a versatility score Vi for
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Port 0 1 2 3 4 5

Units

Int ALU Int ALU LD LD Int ALU Int ALU
Vec ALU Vec ALU ST Vec ALU
Vec MUL Vec MUL
Int DIV Int MUL
Branch

Vi 19 14 9 4 2 5

Table 4.1: The execution engine details of the architecture on which the example
code is running.

each port i based on the support of its instruction types by other ports. Let
N be the number of ports in the architecture, Nj be the number of ports that
support instructions of type j, and Ki be the number of instruction types sup-
ported by port i. Equation 4.2 calculates Vi by summing the number of ports
that do not support instruction types that are supported by port i.

Vi =

Ki∑
j

(N −Nj) (4.2)

Given this definition of the versatility score, if a port supports many in-
struction types or if it contains some rare functional units, it will be assigned
a higher score. Intuitively in both of these cases, the port should be kept less
busy as it is more probable to use that port in future. Thus, a port with lower
Vi has a higher priority for scheduling.

Although prioritizing the ports may help finding better schedules, using
a deterministic heuristic that assigns fixed priorities to the execution ports
may result in sub-optimal schedules in some programs. Consider the example
shown in Listing 4.2 running on a processor with the port mapping in Table 4.1.
Applying the cost model algorithm to the loop yields a initial vector-loop
schedule with 14 cycles as shown in the darker operations in Figure 4.1a.� �

1 for (int i = 0; i < N; i++)

2 f[i] = (3 * a[i]) + (5 * b[i]) + (7 * c[i]);� �
Listing 4.2: A vectorizable loop amenable for Scalar Interpolation.

Figure 4.1a shows a schedule with SIF=1 that follows Equation 4.2 for port
assignment. This schedule increases the execution latency of the loop from 14
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(a) A naive schedule generated following the versatility score
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(b) One of the suggested schedules of the cost model

Figure 4.1: Schedules for Listing 4.2 with SIF of 1. Vector instruction are denoted
with a ”v” superscript in dark-grey boxes. Subscripts denote which source code the
instruction is derived from (e.g., ldv

a – a vector load from array a). Scalar instructions
are in light-grey boxes (e.g., mul3 – a scalar multiply by 3).

to 17 cycles leading the cost model to reject any SIF ≥ 1. The issue happens
because the scheduling algorithm schedules the instruction mulV7 on the port 1
in this architecture, since port 0 has a higher versatility score. If the algorithm
had allocated port 0 to this instruction, it would achieve a schedule for SIF=1
the 14 cycles of the original vector schedule as shown in Figure 4.1b.

To discover better schedules with alternative port assignments, the cost
model algorithm runs the list scheduling algorithm multiple times in the ap-
plyListSchedling procedure to generate alternative schedules that use a ran-
domized scheduling priority Ri for each port given by Equation 4.3. In Equa-
tion 4.3, 0 ≤ u ≤ 1 is a random variable with uniform distribution, and c is a
counter starting from 1 and increasing for each trial until a fixed limit (80 in
the prototype). The procedure returns the best schedule found.

Ri =
c− 1

cVi

+
u

c
(4.3)

The rationale for Equation 4.3 is to create a strategy similar to simulated
annealing [23]. For early trials, there is significant randomization in the priority
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Algorithm 2 Scalar Interpolation Cost Model
1: procedure SelectBestSIF(Loop, Spec, CM , Budget,

StablilityLimit)
2: SIF ← 0
3: BestScheduleLen←∞
4: while SIF ≤ CM.V F × CM.IC do
5: DAG←constructDAG(Loop, SIF )
6: GreedySched← applyListScheduling(DAG, Spec, Budget

, StablilityLimit)
7: if BestSchedLen < GreedySched.length then
8: return SIF − 1
9: end if

10: BestSchedLen← GreedySched.length
11: SIF ← SIF + 1
12: end while
13: end procedure

of each port and, as the algorithm advances, the priorities stabilize around the
value of 1

Vi
. The scheduling algorithm selects the candidate port with higher

Ri. This way, the algorithm can explore different scheduling in addition to the
deterministic schedules generated solely based on the versatility score.

To prevent the algorithm from spending too much time attempting to
improve a good schedule, a stabilization threshold (set to 10 in the prototype)
is used. If a better schedule is not found in the number of consecutive trials
within this threshold, the algorithm returns the best schedule found.

For Listing 4.2, the improved schedule, found using the Equation 4.3 strat-
egy, is shown in Figure 4.1b. It maintains the same execution latency of the
original vector loop, while utilizing scalar units to reduce the total execution
time of the loop.

Algorithm 2 shows the entire algorithm of the cost model to decide the
best SIF value. The algorithm starts by initialization of SIF,and best schedule
length. Then it starts incrementing SIF and apply list scheduling with the port
priority that is described, and check if Equation 4.1 is satisfied. It returns the
maximum SIF that is smaller than IC×V F and satisfies Equation 4.1. A SIF
value larger than IC×V F means that the cost of vectorization is so high that
it is more beneficial to run IC × V F scalar iterations than vectors. If they
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had been such a case, the loop vectorizer would not have vectorized the loop
in the first place.

The other important part of the cost model, is the constructDAG procedure
which given the loop body, creates a Directed Acyclic Graph (DAG) of the
instructions within the loop body. In this graph, each instruction represents
a node and the edges show the data dependencies between the instructions.
The graph is also weighted by an estimation of the cost of each instruction,
which is an estimation of the execution latency of the instruction in the target
machine.

This static cost model considers several factors to predict a profitable SIF,
including the cost of the instructions, the processor support of instructions
and its limitations, and how the computation is defined in the loop. However,
in a real world application, there could be many factors other than the ones
captured in this cost model that can effect the final execution time of the loop,
such as the data layout, cache behavior, etc. Therefore, there is a rationale to
implement a dynamic solution for predicting the SIF to capture such factors.
This is addressed via an auto-tuner.

4.4 Auto-Tuner

Auto-tuning [7] is the technique of automatic optimization of different parame-
ters of compilation by exploring the space of possible combinations of parame-
ters to minimize or maximize a metric. In recent years, this approach has been
used increasingly in the compiler development to improve the performance of
the compiled code given the architectural and compilation complexities. Auto-
tuning can be best utilized in a scenario in which the behavior of program
is independent of the input. In such cases different scenarios could be imple-
mented and executed to find the best performing parameters for the program.

Currently scalar interpolation is only applied to loops without control flow.
Thus, even though the iteration count for each loop may depend on the pro-
gram’s input, the best scalar interpolation factor (SIF) is independent of a
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program’s input and can be determined empirically using an auto-tuning strat-
egy.

The auto-tuner takes a set of pre-defined SIF values as input. The program
is compiled with each of the given SIF values and also without scalar interpola-
tion. Each variant is executed and the loop-execution time is measured – loops
that run for a very short amount of time can be placed in an external loop to
allow more precise time measurement. To account for variations in execution
time because of external variables, the measurement is repeated a fix number
of times. The auto-tuner returns the value of SIF for the most performant
version. For the experimental evaluation in Section 6.3, each experiment is
repeated ten times and the set of values of SIF tested by the auto-tuner is 1,
2, 4, 8.

To this end, the algorithm of scalar interpolation transformation is ex-
plained, and the process of decision-making and profitability of the transfor-
mation is discussed. The next step would be checking how it is actually imple-
mented in a production compiler (LLVM 17.0.0) and the way it can be used
in the code, which is the topic for the next chapter.
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Chapter 5

Implementing Scalar
Interpolation on LLVM

This chapter discusses the implementation of scalar interpolation in the LLVM
infrastructure; explains the decision to implement the algorithm within the
loop vectorizer; and discusses some alternative ways to implement scalar inter-
polation.

5.1 LLVM Loop Vectorizer Transformation De-
tails

As discussed in Chapter 2, the LLVM loop vectorizer has three stages: legality
check, planning, and execution. During planning, the loop vectorizer decides
whether to vectorize an instruction and creates a Vectorization Plan object (or
VPlan in short) to store these vectorization decisions. The VPlan is used to
generate the output LLVM IR code. To better understand the implementa-
tion details of scalar interpolation, it is necessary to discuss the planning and
execution phases of the loop vectorizer in detail.

The structure of VPlan is similar to the structure of LLVM IR. It has
a control-flow graph structure represented by basic blocks as nodes and con-
trol edges connecting them. The VPlan basic blocks, called VPBasicBlocks
[33], capture the original control-flow structure of the input LLVM IR code.
VPBasicBlocks are composed of a series of entities called recipes [34], each
recipe corresponds to one or more LLVM IR instructions in the original code
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and represents a sequence of output IR instructions. Similar to the LLVM IR
instructions, these vectorization recipes preserve the data dependencies with
def-use pairs and keep track of decisions for one or a group of instructions
during the planning process. For instance, VPWidenRecipe represents the
widening decision for a given instruction in the planning. Each recipe imple-
ments a procedure for code generation that is later used by the execution phase
to generate the output LLVM IR.

In the planning phase, the loop vectorizer generates the initial version of
VPlan by iterating through the loop instructions, creating recipes to vectorize
them, and storing them in the VPlan basic blocks. After this phase, several
VPlan-to-VPlan transformations are applied to the VPlan, whose objective is
to simplify the VPlan by applying general optimizations, such as removing
dead recipes, and to optimize the vectorization plan given the specific vector-
ization factor and interleaving count [59]. The final version of the VPlan is
then passed to the execution phase to generate the output code.

Finally, the execution phase generates the output code by iterating through
the VPlan recipes and invoking their code generation procedure to generate
the output code. The execution phase uses a global state data structure, to
keep track of the generated output code as well as all the common information
needed by the recipes to generate the output code, such as the mappings
between the recipes and the output instructions. After generating the final
output, several cleanup processes are run in the execution phase to ensure the
semantic correctness of the generated code.

5.2 Scalar Interpolation Implementation

Scalar interpolation transformation, shown in Algorithm 1, is implemented in
the planning phase as a VPlan transformation built within the loop vectoriza-
tion infrastructure on LLVM version 17.0.0. The position of scalar interpola-
tion transformation in the pipeline is shown in the Figure 5.1. To achieve this
goal, two new recipes with their code generation procedures are implemented,
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Figure 5.1: The figure shows LLVM mid-end pipeline [38]; vectorization occurs at
the end of the pipeline. The steps of the loop vectorization pass are expanded on
top of the pipeline, and the step in which scalar interpolation transformation is
implemented is marked by ⋆.

one for interpolating ϕ instructions and another for interpolating the rest of
the instructions. The scalar interpolation transformation adds these recipes
right after each recipe in the original VPlan by iterating through the VPlan.

The cost model is also implemented as part of that planning phase. Al-
gorithm 2 is implemented using the loop vectorizer cost model [30] that is
built on top of LLVM target-specific cost model [32], as a basis for obtain-
ing the cost estimations of the instructions. The cost model implementation
also includes the information about hardware execution units required by the
scheduling algorithm. This information is embedded in a general interface
that is implemented to encode the hardware information for scalar interpola-
tion. To support a new hardware architecture, one only needs to implement
this interface for the new architecture. Currently, the hardware characteristics
of two architectures, Intel Xeon and Huawei TSV110, are implemented in the
prototype.

To run the scalar interpolation on a given loop, one can use one of the two
new clang pragmas implemented for this purpose. One of the pragmas can be
used to set a user-specified interpolation factor, which should be a constant
positive integer that is used as SIF in the transformation. The other pragma
enables the static cost model to select the SIF based on Algorithm 2. Both of
these pragmas and how they can be used are represented in Listing 5.1, and
they apply scalar interpolation to the loop if it is legal.

The rationale for implementing scalar interpolation in the planning phase
in the loop-vectorizer pass is two main reasons: 1. scalar interpolation is only
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Figure 5.2: LLVM back-end pipeline for instruction selection and scheduling [18].
The input to this pipeline is LLVM IR. The instruction selection pass lowers the
representation to machine IR, which is then passed to scheduling. The step in which
the cost model can be implemented is marked by ⋆.

useful when applied on the vectorized code; and 2. there is a one-to-one map-
ping between each instruction in the original loop and its vectorized counter-
part in the planning step. This one-to-one mapping can be leveraged to inter-
polate scalar instructions during the transformation, ensuring the program’s
semantics remain consistent and unaltered. A drawback of this decision to im-
plement scalar interpolation in the loop-vectorization pass is that the LLVM
IR at this level lacks precise information about resource usage and instruction
latency, which would be useful for the cost model.

An alternative approach would be to implement scalar interpolation later
on the LLVM pipeline, more specifically after instruction selection in the back-
end, as shown in Figure 5.2. At that stage of the compilation pipeline, LLVM
IR is lowered to machine IR, a target-specific abstraction in LLVM infras-
tructure. This alternative implementation would compute a more precise cost
based on resource-usage estimates and machine-instruction latencies, and there
would be no need to implement proxy classes to obtain information about the
target, as it is readily available in that stage. The LLVM instruction-scheduling� �

1 #pragma clang loop scalar_interpolation(enable)

2 for (k = 0; k < _PB_M; k++)

3 C[i][j] += alpha * A[i][k] * A[j][k];

4

5 #pragma clang loop scalar_interpolation_count(2)

6 for (k = 0; k < _PB_M; k++)

7 C[i][j] += alpha * A[i][k] * A[j][k];� �
Listing 5.1: The usage of scalar interpolation pragmas shown in a given loop from
syrk kernel in PolyBench benchmark
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pass could be modified to implement the scalar-interpolation cost model. How-
ever, a notable concern that prevents one from implementing at that stage of
the pipeline is lack of a one-to-one mapping between vector and scalar in-
structions, which is needed for DAG construction in constructDAG function
in Algorithm 2. Without this mapping, it is not possible to interpolate the
correct scalar instruction. In addition, as machine IR is target-specific, each
new target needs its own implementation of scalar interpolation, making it
hard to maintain and develop.

Therefore, the prototype obtains an estimation of the latency of each in-
struction from the LLVM’s target-specific cost model [32], which is a proxy
that different passes on the mid-end - including loop vectorizer - use to access
target-specific information. Following this pattern, the prototype implements
a proxy class to encompass resource usage of each LLVM IR instruction for
specific targets, currently supporting Intel x86 and Huawei Kunpeng architec-
tures. Using these two proxies, the cost model predicts an interpolation factor
used in the scalar-interpolation transformation to modify the vectorization
plan for a loop.
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Chapter 6

Evaluation

This chapter describes the experimental evaluation of scalar interpolation.
The experimental evaluation is performed using the LLVM-based prototype
of scalar interpolation is used in this chapter, aiming to address the following
research questions: 1 Is the proposed cost model effective in predicting an
interpolation factor? 2 Does scalar interpolation result in performance im-
provements? 3 Does scalar interpolation increase functional-unit utilization?
4 Are there opportunities for scalar interpolation in existing programs?

6.1 Computers, Compilers, and Benchmarks

The experimental evaluation used two machines: (i) an x86_64 machine run-
ning Ubuntu18.04.3 LTS (kernel version 4.15.0) on Intel Xeon E5-2698 v4
locked at 2.2GHz; and (ii) an AArch64 machine running OpenEuler 22.03
(kernel version 4.19.90) on Kunpeng-920 locked at 2.6GHz.

For the experiments, we use the PolyBench/C benchmark, originally de-
signed for polyhedral optimizations but is commonly used as a vectorization
benchmark, as it mostly contains numerical computations such as linear alge-
bra kernels and operations that expose many vectorization opportunities. The
preprocessor macros of PolyBench are used to set the data type to int and
set the dataset size to extra large. Some benchmarks are adapted for inte-
ger computation while preserving semantics. For instance, a multiplication by
0.125 is replaced by a shift right in heat-3d. The array initialization process
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is modified to adapt to integer computation. Originally, array elements were
set using a modulus operation with the array size followed by a division by
the array size, resulting in zero values when compiled for integers. To prevent
the execution-time distortion created by zero propagation, the division was
removed to ensure non-zero initial values for the arrays.

The experimental evaluation measures the elapsed CPU time using the
clock() function. Time measurement for loops that run for very short run
times is imprecise. This study does not report results for individual loops
that run for less than 10 milliseconds and benchmarks that run for less than
100 milliseconds. Each benchmark is compiled with Clang version 17.0.0 with
the flags -O3 -fno-slp-vectorize. The second flag disables SLP vectoriza-
tion to prevent the SLP vectorizer from undoing the changes made by scalar
interpolation.

6.1.1 Experimental Methodology

Two configurations are tested in all the experiments in this section: 1. Base-
Line: The benchmark is compiled with Clang version 17.0.0 using LLD as
linker, and the flags that are mentioned in the Section 6.1. 2. Scalar Interpo-
lation: The prototype implementation of scalar interpolation transformation,
detailed in Chapter 4 and Chapter 5. It is enabled via two clang pragmas
mentioned in Section ??.

In Section 6.2, cost model prediction is compared to the auto-tuning ap-
proach in which the best-performing variant of the program is picked from a
set of programs generated by applying scalar interpolation factors of SIF =
1, 2, 4, and 8 as well as the baseline. Data collection and measurements are
similar to that of Section 6.3.

Section 6.3 contains two types of experiments. The first one investigates
scalar interpolation performance on the innermost loops of the benchmark.
The second experiment studies applying scalar interpolation to all the eligible
benchmark loops. In both cases, the average of ten repetitions of the measure-
ment is used to calculate performance.
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(a) Kunpeng target. The performance axis starting point is 0.5.

(b) Intel Xeon target. The performance axis starting point is 0.6.

Figure 6.1: Cost model performance compared to the auto-tuner. Each bar is
annotated with the suggested SIF of the approach plus the performance over the
baseline in the form of SIF-performance.

Following that, In Section 6.4 the best-performing benchmark on each tar-
get from the second experiment is picked and investigated using the perf tool.
Each of these benchmarks is executed 10 times and the average number of
cycles is used to report the results.

Section 6.5 describes a crawler we developed to investigate if there are
opportunities to apply scalar interpolation to real-world programs. The section
includes statistics collected from the crawled repositories that indicate if scalar
interpolation can be applied to the code and which features may impede the
scalar interpolation application.

6.2 The Cost Model Effectiveness Is Limited

For question 1 , the evaluation investigated 93 scalar-interpolation candidate
loops in the Intel Xeon target. In 25 loops the cost model predicts the best-
performing SIF. In 53 loops, either the execution time is too short or the
performance of the cost-model-based transformation is within 1% of the per-
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formance of the auto-tuned version. The auto-tuner outperforms the cost
model for the remaining fifteen loops shown in Figure 6.1b.

The cost model overestimates the SIF in eleven loops. In choleski-49,
lu-50, 3mm-105, trmm-87, 2mm-100, ludcmp, and doitgen-77 a dot-product
computation is performed with column-major access to at least one of the
involved tensors.1 The compiler uses scalar loads to fetch the values of the
column-major tensor and then uses vector-packing instructions to create a
vector from the loaded elements. Applying scalar interpolation with high SIF
in these cases puts even more pressure on the load/store units of the target.

In addition, in gemm-93 a vector is multiplied with the constant value 3.
The later code generation lowers the multiplication into two additions of the
element to itself (more specifically, two PADDD instructions are generated for
each multiply). However, the cost model, computed from the LLVM IR rep-
resentation, accounts for multiplications thus overestimating the cost of each
iteration. In an experiment designed to confirm this hypothesis, changing the
constant to 13 prevented this back-end optimization, and the code is lowered
to a multiply instruction (pmuludq in this case). Avoiding this optimization
makes the cost model predicted SIF the best-performing one.

The cost model conservatively avoids scalar interpolation if the schedule
length increases. However, for some loops such increases may be beneficial.
For instance, in jacobi-2d-76 and jacobi-2d-79 the initial vector schedule
length is 12 cycles, and a single-iteration interpolation one extends it to 13
cycles but results in better performance with a vectorization factor of four.

In the prototype, the cost model relies on the LLVM target-specific cost
estimate for each statement. For the Kunpeng target, the higher latency of vec-
tor load/store instructions, relative to scalar ones, is not reflected in the LLVM
cost estimates. Thus, the cost model predicts a SIF of zero for all loops that
run for more than ten milliseconds. However, scalar interpolation increases
performance in 15 loops for this target as discovered by the auto-tuner and

1A loop is designated by the benchmark name followed by the loop line number in the
code.
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shown in Figure 6.1a. For Jacobi-2d-76, Jacobi-2d-79, and fdtd-2d-113,
the auto-tuner discovers that an increase of two cycles to the length of the
schedule — avoided by the cost model — is beneficial.

6.3 Scalar Interpolation Improves Performance

Two experiments that compare the performance of scalar interpolation to the
baseline address question 2 : (i) loop-level execution time; and (ii) whole-
benchmark execution time. The first experiment is designed to assess scalar
interpolation on a given loop, as it is basically a loop transformation. The
other experiment applies scalar interpolation on all the eligible loops on the
benchmark and compares the end-to-end time of the benchmark against the
baseline. This experiment is conducted to investigate the impact of scalar
interpolation on the whole program and see whether scalar interpolation could
be effective on the hot regions of the code. The cost-model effectiveness for the
Kunpeng target is limited. Thus, this section reports the cost-model results
for the Xeon target and the auto-tuner results for the Kunpeng target.

On the Intel Xeon target, the transformation is applied on 92 loops of
PolyBench. For 72 loops either the execution time is very short or the perfor-
mance effects of scalar interpolation are negligible. The remaining 20 loops are
represented on Figure 6.2. On the Kunpeng target, 43 candidates are found
for scalar interpolation, and among them, the auto-tuner discovers a SIF that
results in performance gains for the eight loops shown in Figure 6.3.

The number of loops in which scalar interpolation is applied is different
in the two targets. Also, the loops in the charts are not the same in most
cases because loop vectorizer and scalar interpolation heavily depend on target-
specific information for their cost model. Therefore, vectorizable loops deemed
beneficial in one target might not be considered profitable in a different target.
The same can happen for scalar interpolation given that the cost model uses
the LLVM target-specific cost model to access the estimation of latency of
instructions. Moreover, the charts only show the results for the loop with
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Figure 6.2: Performance results on the Intel Xeon. The performance axis starting
point is 0.6 and the error bars show 95% confidence interval

Figure 6.3: Performance results on Kunpeng. The performance axis starting point
is 0.5.

a performance difference, which could be a different set of loops in different
targets depending on the computation and the target capabilities.

Another important factor is that more than one scalar iteration can be
executed while a vector iteration executes. Therefore, for the experiments
shown in Figure 6.3, Figure 6.3, and Figure 6.4, the theoretical maximum
speedup is SIF

V F×IC
× 100%.

An in-depth analysis of the experimental-evaluation results indicates two
main causes for performance improvement due to scalar interpolation: loops
with low memory interaction, and loops with costly vector operations.

Low memory interaction. In both targets, scalar interpolation is not
beneficial for memory-bound loops because vector and scalar memory instruc-
tions use the same execution port. Thus, interpolating scalar iterations does
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not affect the memory-unit utilization. As the ratio of arithmetic over memory
instructions increases, there is more room to apply scalar interpolation as it
is usually the case that integer ALU units and vector counterparts reside on
separate ports on the architecture. This leads to benefits from interpolation
for arithmetic-intensive loops. For instance, syrk-88, which gains the most
benefit from scalar interpolation, is a reduction operation that computes a dot
product of two rows of a matrix scaled by a constant factor. With an interleave
count of two, the resulting loop contains four loads, four multiplications, two
additions, and no store instructions leading to better utilization after scalar
interpolation. The same pattern is observed on the loops in heat-3d.

Costly vector operations. Loop body contains vector operations that
take longer to execute than their scalar counterpart, such as division. For
instance, on Intel Xeon, the LLVM target-specific cost of a vector division by
a constant is six times the scalar counterpart. In such cases scalar interpo-
lation leverages scalar units that would have been idle. Of the loops in Fig-
ure 6.2, fdtd-2d-113, jacobi-2d-76, jacobi-2d-79, doitgen-77, gemm-93,
and 3mm-105 exhibit this behavior. The last four loops compute matrix multi-
plication where one of the matrices is accessed in column-major order leading
the loop vectorizer to load the matrix elements individually and then use a
vector-packing instruction, which adds a noticeable overhead to the vector
units.

Scalar interpolation is deemed beneficial for initialization loops that com-
bine costly operations with few memory operations. However, adding scalar
interpolation to such loops does not change the overall benchmark perfor-
mance because initialization loops are a cold code region. These loops are
composed of adds, multiplies, and costly modulo operations. The only memory
interaction is the final store to the array element. Examples include 3mm-41,
2mm-48, syrk-37, syr2k-43, syrk-40, 2mm-45, gsummv-40, mvt-41, syr2k-38,
gramschmidt-34, and trmm-39 on Figure 6.2. This effect is more pronounced
in the Intel Xeon architecture where the LLVM cost model indicates that the
cost of a vector multiplication with VF=4 is 6× that of its scalar counterpart.
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In derich-36 and fdtd-2d-113 on Figure 6.2 scalar interpolation results
in a slowdown. In derich-36 the later code generator replaces a modulo
operation by 65536 with a logical and operation, thus removing the costly
modulo operation that led the scalar-interpolation cost model to predict a
SIF = 8. This high SIF leads to more backend store-buffer stalls — 204 M/s
(millions per second) instead of 201 M/s. In fdtd-2d-113, the cost model
predicts SIF=1. Interpolating a single iteration leads to misaligned memory
operation overheads. In this case, the number of misaligned micro-operations
dispatched to the L1 cache increases from 40.76 M/s to 66.79 M/s for loads and
from 13.71 M/s to 21.36 M/s for stores. In a future implementation, the cost
model should account for memory-alignment effects when predicting SIF. Such
a cost model would have an additional step that uses an alignment analysis
and then selects the largest aligned SIF that is less than the SIF found by the
current cost model.

In the whole-benchmark evaluation, the baseline also enables SLP vec-
torizer to compare scalar interpolation with the entire LLVM vectorization
pipeline. Only benchmarks with performance differences are shown in Fig-
ure 6.4 with up to 43% benchmark performance improvements. The whole-
benchmark slow down in fdtd-2d for Xeon is because scalar interpolation
causes memory misalignment in the only loop for which the cost model results
in a non-zero SIF (SIF-1 for the hot fdtd-2d-113 loop).

(a) Performance results on Kunpeng target (b) Performance results on Intel Xeon target

Figure 6.4: Performance results for the whole benchmark. The performance axis
starts from 0.5, and the baseline enables both LLVM loop and SLP vectorizers.
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6.4 A More Balanced Utilization

Question 3 requires an in-depth analysis of benchmarks where scalar inter-
polation results in speed improvement. This section presents results obtained
from performance-counter measurements for doitgen on Xeon and heat-3d

on Kunpeng.
The doitgen benchmark has three candidates but the cost model only pre-

dicts a non-zero SIF for two of them: SIF=4 for the initialization doitgen-37

and SIF=8 for the hot doitgen-77 that contains a reduction operation. Port
utilization, reported in Figure 6.5 and measured using PMU counters, mea-
sures the rate at which micro-operations are issued for each port in the pro-
cessor. Port 5 experiences a significant utilization decrease because it hosts
vector packing and vector ALU units. Ports 2 and 3 are more utilized because
they contain the execution units for the load micro-operations. Ports 0, 1, 4,
and 5 are integer ALU ports. Scalar interpolation generates a more balanced
micro-instruction distribution in this processor.

Figure 6.5: Port utilization on doitgen benchmark in Xeon. The error bars show
95% confidence interval

In heat-3d scalar interpolation is applied to the initialization loop heat-3d-34

and the hot loops heat-3d-75 and heat-3d-85 in the Kunpeng target. In
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Kunpeng the micro-operations of scalar and vector instructions go through
separate issue queues. Figure 6.6 shows that scalar interpolation increases the
rate of load/store (LSU_IssueQ) and scalar (ALU/BRU_IssueQ) issue queue
stalls because it increases scalar arithmetic/memory instructions. With VF=4
and SIF=2 in the transformed hot loops, in each iteration, four array elements
are processed by vector instructions, and two by scalar instructions. Therefore,
scalar interpolation decreases the vector-issue queue stalls (FSU_IssueQ) by
74%.

Figure 6.6: Port utilization on heat-3d in Kunpeng. The error bars show 95%
confidence interval, and the chart is log-scale due to the significant difference of
stalls between vector and scalar units.

6.5 Crawling to Find Scalar Interpolation Op-
portunities

To answer question 4 , we developed a crawler on top of GitHub’s search
API to find scalar-interpolation opportunities and see how many vectorizable
cases could be interpolated. This section describes how the crawler works
and presents compilations results that the crawler can extract from programs
to evaluate the legality check of scalar interpolation. In addition, in a small
case study, scalar interpolation is applied to one of the opportunities that the
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crawler has found.
Although the evaluation results presented in Section 6.3 confirm that scalar

interpolation could benefit loops with vectorization opportunities found in
benchmarks, they do not assess the potential to use scalar interpolation in
loops found in real-world programs. To address this question, we designed a
crawler that searches for popular Github repositories, compiles their code, and
scans them to see if it can find any scalar interpolation opportunities in the
code. This crawler was used to find cases where scalar interpolation can be
applied without changing the semantics of the code. The next step, not yet
implemented, is to have the crawler use the cost model to indicate in which
cases the cost model indicated that scalar interpolation is beneficial and what
the model-predicted SIF is.

The crawler selects popular C repositories. The popularity of a repository,
measured by its star count, is used as a proxy for the repository’s usability.
After cloning the repositories, the crawler attempts to compile each reposi-
tory’s file using LLVM version 17.0.0 with the scalar interpolation enabled.
For each source file, the crawler finds all required header files. If there are
multiple header files with the same name, it tries all possible header combina-
tions until one is successful. Finally, after finding the proper set of headers
and succeeding in the initial compilation, the file is recompiled with -O3 flag
and debug information, to provide the material for the crawler to extract if
scalar interpolation is legal to apply to a loop, and if not, what is the possible
reason for that.

As mentioned in Chapter 4, the scalar interpolation legality check fails if
any of the following is observed in the loop body: 1. floating-point instruc-
tions, 2. control-flow, or 3. code patterns that cause dependencies between
different loop iterations, such as recurrence. If the code passes these checks,
the transformation can be applied safely.

An experimental run of the crawler pipeline fetched 4011 repositories and
found 29,911 vectorizable loops across 13731 files. Table 6.1 shows the re-
sults of this run by categorizing the vectorizable loops into different types of

50



case count
Floating-point operation 9,629

Control-flow 2,758
Illegal instruction/pattern 8,788

Legal 8,736
Total 29,911

Table 6.1: Scalar interpolation legality check decisions for the vectorizable loops.

decisions made by the scalar interpolation legality check.
In about 29% of the loops, scalar interpolation is legal to apply, showing

that the approach is useful in real-world programs. For loops in which the
legality check fails, one-third of the loops found include floating-point instruc-
tions, 29.3% feature patterns such as recurrence or loop-carried dependencies,
and 9.2% have control-flow structures, making them illegal for scalar interpo-
lation. One reason for having few control-flow cases compared to others is
that control-flow structures are not yet fully supported by loop vectorization
in LLVM. These statistics can be used for the future direction of scalar inter-
polation implementation, for instance, supporting floating-point instructions
in the algorithm would be more reasonable than supporting predication and
control-flow structures according to the Table 6.1. For instance, a loop that
contains a mix of some floating-point operations and many integer operations
may benefit from integer-unit scalar interpolation. Alternatively, a future
extension of this work, using a modified cost model, could implement scalar
interpolation that utilizes scalar floating-point units.

With the help of the crawler, the behavior of the legality step of scalar
interpolation is observed in industrial applications. The crawler can be further
utilized to analyze the cost-model predictions of SIF to gain more insight into
the features of the loops for which scalar interpolation is beneficial according
to the cost model. Using the crawler enables the collection of more information
about how the transformation can be performed in practical applications and
directions for future implementations and improvements of the transformation.
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6.5.1 Case Study: GloVe

The crawler reports the applicability of scalar interpolation to a loop by storing
the loop line, the file path that contains the loop, and the repository name.
This way, one can apply scalar interpolation to any loop discovered by the
crawler. Using this information in this case study, a small repository is selected
to apply scalar interpolation. The selected repository is GloVe [37], which is a
C implementation of an unsupervised approach to generate word embeddings.
The crawler found one loop in the main function for the training process of
GloVe, to which scalar interpolation can be applied. This short loop, shown in
Listing 6.1, initializes an array. The static cost model of scalar interpolation
predicts a SIF of 4 for this loop. In an experiment, the program is run with an
input from the dataset available in the original repository used as a sample to
demo the project. The execution time is measured by clock_gettime, which
measures the high-resolution per-process time from the processor, and the
performance is calculated using the average execution time of 60 runs of the
experiment. The results show that the scalar interpolation version improves
the performance by 12.3%.� �

1 for (a = 0; a < num_threads - 1; a++)

2 lines_per_thread[a] = num_lines / num_threads;� �
Listing 6.1: The loop in line 421 of glove.c from GloVe repository [53]

Overall, the experimental evaluation shows that the scalar interpolation
transformation can improve program performance and resource utilization by
redistributing the workload to different target execution units and balancing
the utilization of multiple execution ports. Moreover, the crawler emphasized
the usability of the scalar interpolation in applications that are commonly
used.
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Chapter 7

Related Works

This chapter discusses approaches and techniques that either are similar to
scalar interpolation or inspired scalar interpolation is inspired. The chapter
also discusses similarities and differences between scalar interpolation and each
of these concepts. The first section focuses on the scalar interpolation transfor-
mation and other concepts, such as loop unrolling. The second part emphasizes
the scalar interpolation cost model and techniques, such as software pipelining,
that are similar to the cost model.

7.1 Scalar Interpolation Transformation

Partial vectorization. Larsen et al. [2] introduce an approach for partial
vectorization of the loop by splitting the computation over scalar and vector re-
sources of a target hardware using a min-cut partitioning approach. Their cost
function accounts for resource usage of each partition by calculating ResMII
and the cost of transferring results between vector units and scalar units as
needed. The main difference between their work and scalar interpolation is
that they partition the loop body operations into scalar and vector sets, which
causes the overhead of transferring data between scalar and vector registers and
also requires additional memory operations in architectures without support
for transferring data between scalar and vector registers. Scalar interpolation
does not create dependencies between scalar and vector instructions, because
it interpolates an entire iteration of a loop.
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Rocha et al. [43] proposed an approach to select the unrolling factor of
loops based on Straight-Line Parallelization (SLP) opportunities. They create
a ”Potential SLP Graph” based on the def-use relation of scalar instructions
of the rolled loop, and then select the unrolling factor based on the Potential
SLP Graph to maximize the utilization of vector units. Their approach is
similar to loop unrolling to expose ILP opportunities in scalar interpolation.
However, their goal is to find an unrolling factor that creates more vectorization
opportunities for the SLP vectorizer. In contrast, the scalar-interpolation cost
model is designed to better exploit both scalar and vector units of the processor
by adding the scalar instructions to the vectorized loop.

SLP vectorization. Introduced by Larsen et al. [26], SLP vectorization
targets basic blocks instead of loops and packs memory instructions with adja-
cent references into groups. This vectorization technique traverses the def-use
chains in the program using the instruction groups as seeds to create a tree
of groups of independent isomorphic instructions. All the groups in the tree
are vectorized only if the benefit of vectorization outweighs the cost of instruc-
tion packing/unpacking. Several improvements [29], [35], [39], [40] have been
proposed to this algorithm, including the work of Shin et al. [50] that extends
SLP to handle control flow.

Rosen et al. [45] discussed the idea of loop-aware SLP which is a hybrid
approach between loop and SLP vectorization. Their approach is to decide
whether to consider each instruction of the loop as a part of the SLP compu-
tation tree or to loop-vectorize them, and they discussed several factors that
impacted this decision, such as alignment considerations and unrolling factor.
Chen et al. [12] suggest SuperVectorization, an SLP-based vectorization that
uses predicated SSA form to flatten the code and apply the SLP vectorization.
By removing control-flow constructs they can combine loop and straight-line
vectorization.

SLP can generate partially vectorized code based on a cost model where
the benefit of a transformation is the savings of vectorized instructions minus
the cost of packing and unpacking instructions regardless of the availability
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of vector resources. In contrast, the scalar-interpolation cost model embeds
resource availability into the cost model. The SLP can be applied to any basic
block in the program while scalar interpolation focuses only on the loops.

Unrolling. Unrolling loops by a given factor is a well-known code trans-
formation [10], [11], [47], [56], [58]. Determining the unroll factor is important
for performance and has been the focus of several studies [28], [52], [54]. In
most compilers, the cost model used to select the unrolling factor computes
a trade-off between the ILP introduced by unrolling versus code growth. In
scalar interpolation, the loop is unrolled by the Scalar-Interpolation Factor
(SIF), the instructions are reordered to expose both scalar and vector instruc-
tions to the target hardware, and the cost model is based on a scheduling
algorithm that considers available hardware resources.

7.2 Scalar interpolation cost model

Instruction scheduling. Instruction scheduling is a well-established and
extensively studied problem. The general problem of instruction scheduling is
known to be NP-Complete [58], and several heuristics have been proposed to
provide near-optimal solutions to the problem [8], [9], [14], [17], [60]. Amongst
them, different variations of list scheduling [17] have been widely adopted in
production compilers [16], [31]. Scalar interpolation uses list scheduling to
implement a cost model that estimates the schedule length.

Software pipelining. Software pipelining is a loop-optimization tech-
nique that exploits instruction-level parallelism (ILP). In software pipelining,
instructions from different iterations of a loop are scheduled in a way that
ensures their execution overlaps without violating data dependencies. By re-
ordering operations, software pipelining can reduce the initiation interval (II),
which is the time interval between the start of two consecutive iterations in the
software-pipelined loop, thus improving pipeline utilization and overall perfor-
mance. The concept was first formalized by Lam [24]. Lam implements an ef-
fective software pipelining algorithm by introducing improvements to schedul-
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ing heuristics, using modulo variable expansion, and proposing a hierarchical
reduction scheme to handle complex loops. These techniques allow software
pipelining to be applied to loops with conditional statements, achieving near-
optimal performance without specialized hardware.

Rau proposed the iterative modulo scheduling algorithm, which is a widely
used implementation of software pipelining [42]. The algorithm improves the
software pipelining approach by using an iterative method to find the initiation
interval (II) and by employing a modulo resource reservation table (MRT) to
manage resource usage, which helps create a compact schedule that maximizes
performance. Subsequent advancements in software pipelining have focused on
addressing the challenges of resource constraints, register pressure, and code
size. For instance, Gao et al. [19] introduced techniques to reduce the register
requirements of pipelined loops while maintaining performance improvements.

The scalar-interpolation cost model is similar to the cost models used in
software pipelining — they all attempt to schedule multiple iterations of the
loop in a single schedule. The main difference is that, for scalar interpo-
lation, the cost model takes into consideration the scheduling of both vec-
tor and scalar instructions in the same iteration of the loop, while software
pipelining approaches only focus on the scalar instructions. Moreover, the
scalar-interpolation cost model prioritizes the target resources as well as the
instructions, while in software pipelining approaches there is no resource prior-
itization, and resource conflicts are resolved by moving the instructions back
and forth in the schedule.
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Chapter 8

Conclusion

Automatic vectorization passes in modern compilers are almost always enabled
by default to exploit inherent ILP and DLP present within code. One such
pass is loop vectorization – a transformation of scalar loops into vector equiva-
lents. Although loop vectorization provides considerable performance benefits,
we observed that conventional cost models failed to consider the balance in
utilization between vector and scalar processing resources in superScalar out-of-
order processors. The loop-vectorization cost model simply aimed to saturate
vector processing units on the CPU to maximize ILP of vector instructions
— potentially creating a throughput bottleneck on the vector resources. Our
insight is that more throughput can be gained by offloading work from over-
utilized vector resources onto the under-utilized scalar resources. Thus we pro-
pose a code transformation technique called Scalar Interpolation to address
the imbalance of utilization between the scalar and the vector resources by
interpolating scalar iterations into a vectorized loop. We implement a proto-
type for Scalar Interpolation in LLVM’s loop vectorization pass and evaluate
using PolyBench on two different CPUs with distinct ISAs. Scalar Interpo-
lation effectively balances utilization of scalar and vector resources providing
additional work throughput, resulting in speedups of up to 43% on Kunpeng-
920 (AArch64) and 30% on Intel Xeon (x86) architecture. Moreover, given
the information collected by the crawler, scalar interpolation can be utilized
in a wide range of real-world programs, using the provided infrastruction for
LLVM/Clang compiler.
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