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1. PERFORMANCE EVALUATION
In this section, we are going to conduct various exper-

iments, focusing on the performance evaluation of Ruba-
toDB. The main purposes of experiments are

1. What is scalability of RubatoDB for the OLTP appli-
cations requiring the ACID properties?

2. What are performance comparisons between RubatoDB
and other NoSQL systems, in big data applications?

3. Is RubatoDB capable of handling both OLTP and big
data applications using a collection of commodity servers?

Since RubatoDB is developed using the proposed new for-
mula protocol for concurrency and the staged grid database
architecture, the answers to aforementioned questions also
provide an assessment to the FPC and the new architecture.

We also present some interesting experiments conducted
in the development of RubatoDB that provide much needed
insights to the FPC and the staged architecture. More
specifically, our experiments provide answers to the follow-
ing questions

5. What is the impact on the performance of an OLTP
application using the FPC if a lot of conflict opera-
tions accessing data items distributed over different
grid nodes?

6. In developing an application using the staged archi-
tecture, what is a better choice of using either single-
threads or multiple-threads?

1.1 Experimental Setup and Benchmark
All the experiments reported in this paper use a collection

of, up to 16, commodity servers connected with a Gigabit
LAN with low network latency. More specifically,

• Each server has dual quad-core Intel Xeon CPUs, 32
GB of main memory, SATA disks configured in RAID0.

• All of the servers are running Linux Ubuntu 12.04 LTS.

• A RubatoDB server runs on the collection of servers as
one database management system, with a single socket
open to all client requests.

In order to measure performance of RubatoDB and to
compare its performance with other systems, two standard
benchmarks are used.

1. TPC-C benchmark [9] The TPC-C benchmark test
is a comprehensive database benchmark test that con-
tinues to be a popular yardstick for comparing OLTP
performance on various hardware and software config-
urations. All the tests conducted are according to, and
results reported are per the TPC-C specification.

2. Yahoo Cloud Serving Benchmark (YCSB) [3]

YCSB is a data serving benchmark widely used to mea-
sure throughput (how many reads per second for ex-
ample) and (min/max/average) latency for each set of
operations with varying distribution for big data sys-
tems.

1.2 Scalability of RubatoDB under TPC-C
The first set of experiments are conducted to measure

scalability of RubatoDB for OLTP applications using the
TPC-C Benchmark.

TPC-C performance is measured in new-order transac-
tions per minute (tpmC), and the benchmark can be easily
scaled up by increasing the number of warehouses and hence
the number of concurrent users. As per the TPC-C specifi-
cation, each warehouse has 10 concurrent clients, and thus,
the number of clients can also be used indicate the scale of
the system. (In the rest of the paper, we use the number
of clients to measure the size of the testing database, and
the number of warehouses in the test database is always the
number of clients divided by 10.)

We firstly investigate the capacity of a single server in-
stance system. We deployed all staged modules into one
server. The test is conducted by increasing the number of
clients from 1000 to 5000. The resource usage status and
tpmC result is presented in Figure 1(a) with varying work-
loads within 1-node system.

The test shows that the system works smoothly by allo-
cating more computing resources gradually to handle grow-
ing client base. The CPU and memory usage percentage
increases linearly with the growing client number. However,
when the client number reaches 5000, the system reaches its
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Figure 1: TPC-C Benchmark Performance

capacity, and increasing the number of clients will only in-
crease the response time, and thus decrease the performance
tpmC. 1

To test scalability of RubatoDB, we continue the test by
increasing the number of clients from 5000, at the full capac-
ity of one server, to 8000 using two servers, to 15,000 using
four servers, and all way to 70,000 clients using 16 servers.
The performance of scalability is summarized in Table 1,
and all details are presented in Figure 1.

Warehouse clients Servers tpmC

500 5000 1 5397
800 8000 2 9668

1500 15000 4 17865
3200 32000 8 36653
6700 67000 16 78934

Table 1: Table TPC-C results

The result clearly demonstrates that RubatoDB is scal-
able for OLTP applications in that the throughput of the
benchmark performance satisfies a linear growth with the
increase of the number of servers used. In addition, rollback
ratio is stable, as the number of nodes increase, preserving
at a low level as 0.05%. It also verifies that the formula
protocol for concurrency is scalable in distributed database
environment as well.

The system overall throughput with different sizes is plot-
ted in Figure 1(f), which shows the achieved throughput(tpmC)
and the rollback ratio on top of the system cluster.

1By increasing the system resources, such as main memory,
or improve the implementation of RubatoDB, the perfor-
mance cap of a single server may be increased as well, but
it will not affect the scalability test.

Another interesting observation is that by using the pro-
posed formula protocol for concurrency and new staged grid
database architecture, we are able to develop a large scale of
database applications running on a collection of commodity
servers, without using expensive network-attached storage
(NAS) systems and/or cluster servers. For example, out ex-
perimental system, with 16 commodity servers, its price tag
is comparable with that of the TPC-C Benchmark Top Price
List.

1.3 Performance on YCSB benchmark
In this set of experiments, we use YCSB benchmark to

evaluate the performance of RubatoDB and the following
typical systems for key-value stores and scalable relational
stores.

• Cassandra [1]: an open-source key-value store clone of
Dynamo [4].

• MySQL [7]: a scalable relational data store using shard-
ing on shared-nothing architecture.

• HBase [6]: a Bigtable-like [2] distributed system for
semi-structured data store.

We use the implemented YCSB client programs [10] for
testing two kinds of workloads:

• Read intensive: 95% read operations and 5% write
operations; and

• Write intensive: 50% read operations and 50% write
operations.

The size of the data is set to 100 million 1KB records for
each node, resulting 120GB of raw data per node.
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In the experiments, a continuous mixed workload is sub-
mitted into the system as per specification, and the bench-
mark then measures the performance in terms of

• Throughput, i.e., the number of operations per second

• Read latency of operations in milliseconds

• Write latency of operations in milliseconds

The experiments are conducted on all four systems with the
number of nodes as 1, 2, 4, 8, and 12.

The following Table 2 lists the throughput of the experi-
ments:

Nodes RubatoDB Cassandra MySQL HBase

1 15,000 20,000 25,000 2,500
Read 2 28,000 38,000 50,000 6,000

Intens. 4 54,000 65,000 77,000 12,000
Load 8 108,000 130,000 110,000 23,000

12 160,000 190,000 155,000 33,000

1 15,000 19,000 20,000 3,500
Write 2 25,000 36,000 42,000 7,000

Intens. 4 50,000 70,000 72,000 14,000
Load 8 105,000 135,000 130,000 26,000

12 150,000 170,000 160,000 38,000

Table 2: Table YCSB Results

The system overall throughput comparison is plotted in
Figure 2(a), 3(a) and the corresponding latency of read and
write operation is shown in Figure 2(b),(c), 3(b),(c) respec-
tively.

Our experiments clearly demonstrate the following two
interesting results:

1. RubatoDB scales well with increasing throughput and
flat latency. That is, more workload can be handled
by adding more server nodes into the system.

2. Overall, the performance of RubatoDB is comparable
with that of other popular big data storage systems.

Readers may also find out that the scalability of RubatoDB
is comparable to that of Cassandra, but better than MySQL.
Further, the write latencies for RubatoDB are higher than
read latencies, since the update mechanism in the Ruba-
toDB system is designed to provide low read latency at the
cost of high write latency.

1.4 Conflict Operations over Different Nodes
This set of experiments are design to investigate the im-

pact on the performance of OLTP applications using the
formula protocol for concurrency when a large percentage
of conflict operations accessing data items distributed over
different grid nodes.

If the TPC-C benchmark database is partitioned by the
warehouse id, then most database accesses are within a spe-
cific warehouse, called host warehouse, and thus within one
node. The only exception is so called guest warehouse ac-
cess, which is, however, only 1% of all operations.

In this set of experiments, we execute a workload de-
rived from the TPC-C benchmark by involving remote guest
clients. With remote guest clients, transactions will need to
access multiple partitions across multiple nodes, adding ad-
ditional network overhead. The performance of the TPC-C

Figure 4: Impact of Remote Guest Clients

benchmark tests with the remote guest accesses varying from
1%, 10%, 20%, and 30% are presented in Figure 4.

RubatoDB runs smoothly and correctly with various per-
centages of remote guest access. As expected, however, the
performance of the test decreased dramatically with the in-
crease of remote guest accesses:

With 10% remote guest accesses, the performance
of the TPC-C reduces to 50% on 8 grid nodes,
and it further reduces to only 30% on 16 grid
nodes. With 20% remote guest accesses, the per-
formance may decrease one order of magnitude.

We believe that the performance repercussions increase rel-
ative to the number of nodes mainly because the communi-
cation cost among distributed nodes, which leaves room for
improvement of the FPC.

1.5 Stages vs. Threads
Different from traditional databases using multi-threads

for parallelism, and many staged architecture using multi-
thread in their stages, RubatoDB is implemented with a sin-
gle thread in each and every stage in its staged architecture,
partially due to the results demonstrated by experiments
reported below.

It has been reported that the multiple threads pay a heavy
price in context switching, especially in transaction pro-
cesses involving high code foot-print and exhibits irregular
data access patterns [5, 8].

Figure 5: Throughput Comparison

We have conducted a sequence of experiments for perfor-
mance comparison of RubatoDB using single-thread stages
vs. multi-threads stages running on a collection of 4 com-
modity servers. The results are presented in Figure 5. It
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(a) Throughput comparison (b) Read latency comparison (c) Write latency comparison

Figure 2: Performance Results for Read-intensive Workload

(a) Throughput Comparison (b) Read latency comparison (c) Write latency comparison

Figure 3: Performance Results for Write-intensive Workload

clearly demonstrates that the superior scalability of the sys-
tem using a single thread delivered must better performance
than that of the system using multiple threads.

1.6 Experiment Results
The performance experiments of RubatoDB reported in

this section not just provide answers to questions listed ear-
lier but also provide much needed insights to challenges of
scalability and ACID properties.

In conclusion, our experiments demonstrate that

1. RubatoDB is scalable for both OLTP applications with
the ACID properties and key-data storage applications
with the BASE properties.

2. The performance of RubatoDB is comparable with many
NoSQL systems popular for big data applications.

3. RubatoDB is capable of handling both OLTP and big
data applications running on a collection of commodity
servers.

4. It is better to use a single thread for all stages in the
staged architecture.

5. The performance of an OLTP application using the
FPC deteriorates dramatically when a large percent-
age of conflict operations access data items distributed
over different grid nodes.

2. CONCLUSIONS
We have introduced a highly scalable database system

called RubatoDB, which can be elastically deployed in the
grid environment and provide ACID guarantees for OLTP

and big data applications. The staged architecture and FPC
protocol in RubatoDB make it a perfect solution for achiev-
ing scalability with ACID properties. Extensive experiments
on different benchmarks verify the efficiency and scalability
of the system. Our future works include the improvement of
FPC for the situation where conflict operations occur over
different nodes.
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