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Abstract

The compuation of the rst compete apprxima-
tions of garre-theoetic optimal stratgiesfor full-
scalepoker is addressed.Several abstractiortech-
niguesare combned to representthe gameof 2-
playerTexasHold'em, having size , using
closely relatedmockls eachhaving size
Despitethe reductio in size by a factor of 100
billion, the resultingmodelsretain the key prop
ertiesandstructue of the real gane. Linear pro-
gramning solutiongto theabstractegane areused
to createsubstantiallymprovedpoker-playingpro-
grams,ableto defeatstronghumanplayersandbe
compditive aganstworld-dassopponents.

1 Intr oduction

Mathematichgametheorywasintroducedby Johnvon Neu-
mannin the 1940s, andhassincebecomeoneof the founda-
tionsof moden econanics [von NeumanrandMorgenstern
1944. Von Neumam usedthe game of poker as a basic
mode for 2-player zero-sumadwersarialganes, and proved
the rst fundamenthresult,thefamais minimaxtheoem A
few yearslater, JohnNashaddedresultsfor -playe non
coorerative games for which he later won the Nobel Prize
[Nash,1990]. Many decisionprodemscanbemoceledusing
gametheory andit hasbeenemployed in a wide variety of
domansin recentyears.

Of particdar interestis the existenceof optimd solutions
or Nashequilibria. An optimd solutionprovidesa rancom-
izedmixed strateyy, basicallyarecipeof how to playin each
possiblesituation. Using this strat@y ensureghat an agent
will obtainatleastthe gametheoreticvalue of the game,re-
gardessof the oppments stratgy. Unfortunately nding
exactoptimd solutionsis limited to relatively smallprodem
sizes,andis not pradical for mostrealdomairs.

This pape exploresthe useof highly abstractednathenat-
ical modelswhich capturehe mostessentiapropetiesof the
realdomain, suchthatan exactsolutionto the smallerprob
lem provides a usefulapproimation of an optimal stratey
for therealdoman. Theapplicatiordomainusedis thegane
of poker, speci cally TexasHold'em, the mostpopular form
of casinopoker andthe poker variantusedto deternine the
world chanpion at theannwal World Seriesof Poler.
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Dueto thecompuationallimitationsinvolved, only simpli-
ed pokervariatiors have beensolvedin thepast(e.g. [Kuhn
195Q Sakagehi andSakai,1992]). While theseare of the-
oreticalinterest,the samemethals are not feasiblefor real
games, which are too large by mary orders of magnitue
(IKoller andPfeffer, 1997).

[Shi and Littman, 2001 investigded abstractiontech-
nigques to redwcethelargesearchspaceandcomgexity of the
prodem, usinga simpli ed variant of poker. [Takusagwa,
2004 creatednearoptimal strateies for the play of three
speci ¢ Hold'em ops andbettingsequence [Selby 1999
compted an optimal solution for the abbeviated gameof
pre op Hold'em.

Using new abstractiortechniqes, we have prodwed vi-
able “pseud-optimal” stratgies for the gameof 2-player
TexasHold'em. Theresultingpoker-playing progamshave
demastrateda trememous improvenent in performane.
Whereaghepreviousbestpoker progamswereeasilybeaten
by ary competenthumanplayer the new progamsarecapa-
ble of defeatingvery strongplayers,andcanhold their own
agairst world-classoppasition.

Although somedomainspeci ¢ knowledge is an assetin
creatingaccurateredwed-scalenocels, analogais methals
canbe develgpedfor mary otherimpeifect informationdo-
mains and genealized gametrees. We descrile a geneal
methodof problem reformulationthat permits the indepen-
dentsolutionof sub-treedy estimatinghe conditioral prob
abilitiesneeadasinputfor eachcompuation.

This papemalesthefollowing contritutions:

1. Abstraction techniqes that can redwce an
poker searchspaceto a managable , Without
losingthemostimportart propertiesof thegarre.

2. A pokerplaying proglam thatis a major improvement
over previous efforts, andis capableof competimg with
world-dassopposition.

2 GameTheory

Gametheoryencanpassesll formsof competition between
two or more agents. Unlike chessor checlers, poker is a
gameof imperfectinformationandchanceoutcanes It can
berepresentedwith animperfectinformationgametreehav-

ing chancenodesanddecisionnodeswhich aregroupedinto

informationsets



Sincethe nocesin this tree are not independent, divide-
and-onger method for compuing sub-tees(suchasthe
alphabetaalgorithm) arenotapplicable For amoredetailed
descriptim of imperfectinformationgametreestructure see
[Koller andMegiddo, 1997.

A stratggy is a setof rulesfor choosingan action at ev-
ery decisionnodeof the tree. In geneal, this will bearan-
domizedmixedstrategy, which is a probability distribution
over thevariows alternatves. A player mustusethe samepol-
icy acrossall nodesin the sameinformationset, sincefrom
thatplayers perspectie they areindistinguishale from each
other(differing only in the hiddeninformationcommnen).

The corventioral metha for solvingsucha prodemis to
convertthedescriptve representatio, or extensiveform, into
a systemof linear equatioms, which is thensolved by a lin-
earprogammirg (LP) systemsuchasthe Simplex algarithm.
The optimal solutiors are computed simultaneosly for all
playes, ensuing thebestworst-cas@utcanefor eachplayer

Traditiorally, the corversionto normal form was accom
paniedby an exponential blow-up in the size of the prob
lem, meanirg that only very small probleminstancesoud
besolvedin practice [Koller etal., 1994 describe analter
nateLP represetation, calledsequene form, which exploits
the comnon progerty of perfectrecall (whereinall players
know the preceling history of the gamg, to obtaina system
of equatios andunkmowns thatis only linearin the size of
the gane tree. This exponentialreductia in representation
hasre-gpenedthe possibility of usinggametheoreticanaly
sis for mary domans. However, sincethe gane treeitself
canbe very large, the LP solutionmethd is still limited to
modeateproblem sizes(normally lessthana billion noces).

3 TexasHold'em

A game(or hand of TexasHold'em consistsof four stages,
eachfollowed by arourd of betting:

Pre op: Eachplayeris dealttwo privatecardsfacedown
(theholecards).

Flop: Threecommunitycards (sharel by all players)are
dealtfaceup.

Turn: A singlecomnunity cardis dealtfaceup.

River: A nal commuity cardis dealtfaceup.

After the betting all active playersreved their hole cards
for the showdown The playerwith the best ve-cardpoker
handformed from their two private cardsandthe ve public
cardswins all themoney wageredtiesarepossible).

The gamestartsoff with two forcedbets(the blinds) put
into the pot Whenit is a players turn to act, they mustei-
therbet/raise(increaseheirinvestmenin thepot), ched/call
(matchwhatthe opponenthasbetor raised).or fold (quit and
surremerall mone cortributedto thepot).

The best-knavn noncomnercial TexasHold'em program
is Poki. It hasbeenplayingonline since1997andhasearnel
animpressve winning record albeitaganst geneally weak
oppasition [Billings et al., 20@]. The systems abilities
arebasedon enunerationand simulationtechnques, expert
knowledge,and oppaentmodding. The progam's weak-
nessesare easily exploited by strongplayers,especiallyin
the2-playergare.

Figurel: Branchingfactorsfor Hold'em andabstractios.

4 Abstractions

TexasHold'em hasan easilyidenti able structure alternat-
ing betweerchane nodesandbettingroundsin four distinct
stagesA highdevel view of theimperfed informationgarre
treeis shovnin Figurel.

Hold'em canbereformulatedto producesimilar but muc
smallerganes. The objectie is to redice the scaleof the
prodem without severely alteringthe fundamentaktructue
of the game,or the resultingoptimal stratgjies. There are
mary waysof doingthis, varying in the overall reductian and
in theaccuncy of theresultingapproxmation.

Someof the mostaccurateabstractiosincludesuit equiv-
alenceisomorphismgofferingareductian of atmostafactor
of ), rankequivalere (only undercertaincondtions),
andranknearequivalence Theoptimalsolutionsto theseab-
stractedorodemswill eitherbe exactlythe sameor will have
asmallboundederra, which we referto asnea-optimal so-
lutions. Unfortunately theabstractios which prodiceanex-
actor nearexactreformulationdo not producethe very large
redudionsrequred to male full-scalepoker tractable.

A commonmethal for contrdling the gamesizeis dedk
reduction Usinglessthanthe standardb2-card deckgreatly
redu@sthebrancling factorat chane nodes. Othermethals
includereducirg thenumter of cardsin aplayets hard (e.g.
from a 2-cardhandto a 1-cardhard), andredwing the num:
berof boad cards(e.g. al-cad op), aswasdoneby [Shi
andLittman, 2001] for the gameof Rhock Island Hold'em
[Koller andPfeffer, 1997] usedsuchparaméersto generée a
wide variety of tractableganesto solve with their Galasys-
tem.

We have useda numkber of small and intermedate sized
games, rangng from eightcards(two suits,four ranks)to 24
cards(threesuits, eight ranks) for the purpcse of studyirg
abstractiormethod, compaing theresultswith known exact
or nearoptimal solutions.However, thesesmallergamesare
not suitablefor useasanapproaimationfor TexasHold'em,
asthe undelying structues of the gamesare different. To
producegoodplayingstratgiesfor full-scalepoker, we look
for abstraction of therealgane which do notalterthatbasic



structure
The abstractiontechniquesusedin practiceare powerful

in termsof redudng the problem size, and subsumethose
previously menticmed. However, sincethey are also much
crude, we call their solutiors pseudosptimal, to emplasize
that thereis no guarateethat the resultingapproaimations
will be accuate,or evenreasoable. Somewill be low-risk
propositions,while otherswill requireemgprical testingto de-
termineif they have merit.

4.1 Betting round reduction

Thestandardulesof limit Hold'em allow for a maximum of
four betsper playe perrourd.! Thusin 2-player limit poker
thereare 19 possiblebettingsequenes,of whichtwo do not
occurin practice? Of theremainirg 17 sequenes,8 endin a
fold (leadingto aterminalnodein the gane tree),and9 end
in a call (carnjng forward to the next charce node). Using

andcapitallettersfor the secondplayer, the tree of possible
bettingsequencefor eachround is:

kK kBf kBc kBrF kBrC kBrRf kBrRc kBrRrF kBrRrC
bF bC bRf bRc bRrF DbRrC bRrRf bRrRc

We call this local collection of decisionnodkes a betting
tree andrepresenit diagranatically with atriangle.

With betting round reduction eachplayer is allowed a
maximum of threebetsperrourd, therely eliminatirg thelast
two sequenesin eachline. Theeffective branding factorof
the bettingtreeis redicedfrom nineto seven This doesnot
appeato have a substantiaéffect on play, or ontheexpectel
value(EV) for eachplayer This obsevationhasbeenveri ed
expetimentally In contrastwe compuedthe correspnding
post op mocelswith a maximum of two betsper playerper
rourd, andfound radical chargesto the optimal stratgies,
stronglysuggestinghatthatlevel of abstractioris not safe.

4.2 Elimination of betting rounds

Large reductimsin the sizeof a poker gametreecanbe ob-
tained by elimination of bettingrounds There are several
waysto do this, andthey generdly have a signi cant impact
onthenatureof the gamne. First, the gane maybetruncated
by eliminatingthe last rourd or rourds. In Hold'em, ignor-
ing thelastboardcardandthe nal bettingrourd producesa
3-round modé of the actual4-round gane. The solutionto
the 3-roind model losessomeof the subtletyinvolvedin the
true optimalstratey, but the degradationappliesprimarily to
adwarcedtacticsontheturn Thereis a smallereffect onthe
op strat@y, andthe stratgy for the rst bettinground may
have no signi cant changs,sinceit incorporatesall the out-
comesof two future bettingrourds. We usethis particdar
abstractiorto de ne an appopriatestratgy for play in the
rst rourd, andthuscall it a pre op model(seeFigure?2).

1Somerules allow unlimited raiseswhen only two playersare
involved. However, occasios with morethanthreelegitimateraises
arerelatively rare,anddo not greatlyalteranoptimal strateyy.

2Technically aplayermayfold eventhoughthereis no outstand-
ing bet. This is logically dominatedby not folding, andtherefore
doesnot occurin an optimal stratgy, andis almostnever seenin
practice.

The effed of trunation can be lessenedhrough the use
of expectedvalue leaf nodes Insteadof endingthe garne
abrupgly and awardirg the pot to the strongesthandat that
momern, we computeanaverag condusionover all possible
chanceoutcones. For a 3-roundmodelendirg on the turn,
we roll-out all 44 possibleriver cards,assumingno further
betting (or alternately assumingone bet per player for the
lastrourd). Eachplayeris awardeda fraction of the pot, cor
respoiding to their probability of winning the hand. In a 2-
rourd pre op mocel, we roll-out all 9902-cardcomhbnations
of theturnandriver.

The mostextremeform of truncdion resultsin a 1-round
mode, with noforesightof future bettingrounds. Sinceeach
future rourd providesare nemert to theappraimation, this
will notre ect a correctstrategy for the real gane. In par
ticular, betting plansthat extend over more thanoneround,
suchas deferrirg the raise of a very stronghand are lost
entirely Nevertheless,even thesesimplistic modés canbe
usefulwhencombiredwith expectedvalueleaf nodes.

Alex Selbycomptedanoptimal solutionfor the gameof
pre op Hold'em, whichconsistof only the rst bettingrourd
followed by an EV roll-out of the ve boad cardsto deter
minethewinner [Selby 199)]. Although therearesomese-
riouslimitationsin the stratgyy basedn this 1-roind mocel,
we haveincomporatedheSelbypre op systeninto oneof our
progams,PsOptil, asdescritedlaterin this section.

In contrast to truncding rourds, we can bypasscertain
early stagesof the gane. We frequently usepost op mod-
els, which ignorethe pre op bettinground, andusea single
x ed op of threecards(seeFigurel).

It is naturd to conside the idea of indegenden betting
rounds whereeachphaseof the gane is treatedin isolation.
Unfortunately the bettinghistory from previous rourds will
almostalways contan contectual informationthatis critical
to makingappopriatedecisiors. The probability distribution
over the hards for eachplayeris strondy depenénton the
paththatled to that decisionpoint, soit cannd be ignored
withoutrisking a consicerablelossof information. However,
the naive indepenlenceassumptiorcan be viable in certain
circumstanes,andwe do implicitly useit in the designof
PsOptilto bridge thegapbetweerthe1-round pre op model
andthe 3-roundpost op mockl.

Anothe possibleabstractiorwe exploredwasmeiging two
or morerourds into a singleround suchascreatinga com-
bined2-cardturn/iiver. However, it is not clearwhatthe ap-
profriate betsizeshouldbe for this compositerourd. In ary
casethesolutiorsfor thesemodds (overafull rangeof possi-
ble betsizes)all turnedoutto be substantiallydifferentfrom
their 3-roundcourterpartsandthe methodwastherebrere-
jected.

4.3 Compositionof pre op and post op models

Although thenodesof animperfectinformationganetreeare
notindepemlentin generalsomedecomppsitionis possible.
For exanple, the sub-treesresulting from differert pre op
bettingsequenescannolonger have nodeghatbelongto the



sameinformationset® Thesub-teesfor our post op models
canbe computedin isolation, provided that the appopriate
precanditionsaregiven asinput. Unfortunately knowing the
correc¢ conditinal probabilitieswould normally entail solv-
ing the whole game,so therewould be no advartageto the
deconposition.

For simple post op mockls, we dispensewith the prior
prokabilities. For the post op models usedin PsOptiOand
PsOptil, we simply ignare the implicatiors of the pre op
betting actions,and assumea uniform distribution over all
possiblehandsfor eachplayer Differern post op solutions
werecomputedfor initial potsizesof two, four, six, andeight
bets(correspondig to pre op sequeneswith zero,one,two,
or threeraises but ignoring which playerinitially madeeach
raise).In PsOptil, the four post op solutiors aresimply ap-
penakd to the Selby pre op stratgy (Figure 2). Although
thesesimplifying assumptias aretechnicallywrong, the re-
sultingplayis still surprisindy effective.

A betterway to commse post op modelsis to estimate
the condtional prababilities, usingthe solutionto a pre op
modd. With a tractablepre op mocel, we have a mears of
estimatinganapprriatestratayy attheroat, andtherebyde-
terminethe corsequenprokability distributions.

In PsOpti2 a 3-round pre op model was desigred and
solved. The resulting pseud-optimal strateyy for the pre-
op (which wassigni cantly differentfrom the Selby strat-
egy) wasusedto deternine the correspondirg distribution of
hands for eachplaye in eachcontext. This providedthenec-
essanjinput parametes for eachof the seven pre op betting
sequenes that carry over to the op stage. Since eachof
thesepost op modds hasbeengiven (an appoximatian of)
the perfectrecall knowledgeof the full gane, they arefully
compmtible with eachother andare properly integratedun-
derthe umbeella of the pre op mocel (Figure2). In theay,
this shouldbe equivdent to computing the muchlargertree,
but it is limited by the accurag and appopriateressof the
proposedpre op bettingmodel.

4.4 Abstraction by bucketing

The mostimportant metha of abstractiorfor the compua-
tion of our pseudeoptimalstrateiesis calledbudketing This
is an extensia of the natual andintuitive concep that has
beenappliedmary timesin previousresearclfe.g. [Sklanslky
andMalmuth, 1994] [Takusagwa, 20(0] [Shi andLittman,
2001)). Thesetof all possiblehandis partitionedinto equiv-
alenceclasseqalso calledbudkets or bing). A many-taone
mappng function determires which hand will be growped
togethe. Ideally, the hand shouldbe groupedaccording to
strategic similarity, mearing thatthey canall be playedin a
similar mannewithout muchlossin EV.

If every hard was playedwith a particdar pure strategy
(ie. only oneof theavailablechoices), thena perfectmappiry
function would group all handsthatfollow thesameplan,and

*To seethis, eachdecisionnodeof the treecanbe labeledwith
all the cardsknownto that playet andthe full paththatled to that
node.Nodeswith identicallabelsdiffer only in the hiddeninforma-
tion, andarethereforein the samenformationset. Sincethebetting
history is differentfor thesesub-treesnoneof the nodes areinter-
depenent.

Figure2: Compositionof PsOptilandPsOpti2

17 equivalenceclassegor eachplayerwouldbesufcient for
eachbettinground. However, sincea mixedstrategy may be
indicatedfor optimal play in somecaseswe would like to
groy hand that have a similar probability distribution over
actionplans.

Oneobviousbut rathe crudebucketingfunctionis to grouyp
all hand accodingto strength(ie. its rankwith respecto all
possiblehands,or the prokability of currently beingin the
lead). This canbeimprovedby consideing theroll-out of all
future cards,giving an (unweighed) estimateof the charce
of winningthehand

However, this is only a onedimensimal view of hard
types, in what can be consideredo be an -dimensional
spaceof stratgjies, with a vast nunber of differentways
to classifythem. A superio practicalmethal would be to
projed thesetof all hand ontoatwo-dmensionakpacecon-
sisting of (roll-out) handstrengthand handpoterial (sim-
ilar to the hand assessmentisedin Poki, [Billings et al.,
2003). Clustersin theresultingscattegram suggesteason
ablegroupsof hana to betreatedsimilarly.

We eventually settledon a simple comgomise. With
availablebuckets,we allocate toroll-out handstrength
The nunber of handtypesin eachclassis not uniform; the
classesfor the strongest hards are smaller than those for
medioce andweakhands allowing for betterdiscrimination
of the smallerfractionsof hand that shouldbe raisedor re-
raised.

Onespecialbucket is designatedor handsthatarelow in
strengthout have high potertial, suchasgoad dravstoa ush
or straight. This playsanimportar role in identifying goad
hands to usefor bluf ng (known assemi-blufsin [Sklansly
andMalmuth 1994). Compaing post op solutionsthatuse
six strengthbucketsto solutionswith ve strengh plus one
highpotentialbucket, we seethatmostbluffsin thelatterare
takenfrom the specialbucket, which is sometims playedin
the sameway asthe strongest bucket. This con rmed our
expedationsthatthehigh-potentialbucketwouldimprove the
selectionof handdor variousbettingtactics,andincreaethe
overall EV.



Figure3: Transitionprokabilities (six bucketsperplaye).

Thenunberof bucketsthatcanbeusedn conjunctionwith
a 3-rond modelis very small, typically six or sevenfor each
player(ie. 36 or 49 pairsof bucket assignmets). Obviously
thisresultsin avery coarse-gainedabstracgame but it may
not be substantiallydifferert from thenumter of distinctions
an average humanplayermight make. Regardless, it is the
bestwe cancurrently do giventhe computationalconstraints
of thisappoach.

The nal thing needéd to severtheabstracgamefrom the
undelying realgametreearethetransitionproballities. The
chancenoce betweerthe op andturnrepresets a particdar
cardbeingdealtfrom theremainirg stockof 45 cards.In the
abstracgame thereareno cards,only buckets. Theeffect of
theturn cardin theabstracgameis to dictatethe prabability
of moving from onepair of bucketsonthe op to ary pair of
bucketson the turn. Thusthe collectionof chancenodesin
the garre treeis represeted by an to tran-
sition network as shown in Figure 3. For post op models,
this canbe estimatedy walking the entiretree,enunerating
all transitionsfor a smallnumbe of charactestic ops. For
pre op models,the full enumeationis moreexpensie (en-
compmssingall possible ops), soit
is estimateceitherby sampling or by (pardlel) enuneration
of atruncatedtree.

For a 3-round post op model, we can comfortably solve
abstractgameswith up to seven bucketsfor eachplayerin
eachround. Changng the distribution of buckets,suchassix
for the op, sevenfor the turn, andeightfor theriver, does
not appar to signi cantly affect the quality of the solutions,
betteror worse.

The nal linearprogrammirg solutionprodicesa largeta-
ble of mixed strategyies (praobabilitiesfor fold, call, or raise)
for everyreachale scenarian theabstracgame To usethis,
the poker-playing progamlooks for the correspadingsitua-
tion basednthe samehandstrengthandpotentialmeasures,
andrancdmly selectsanactionfrom the mixedstrateyy.

The large LP compuationstypically take lessthana day
(using CPLEX with the barier method, anduseup to two
Gigalytes of RAM. Larger problemswill exceedavailable
memoy, which is comnon for large LP systems. Certain
LP techniqiessuchasconstaint genestion couldpotenially
extendthe range of solvableinstancesonsideraly, but this
would probaly only allow the useof oneor two additioral
bucketsperplaye.

5 Experiments

5.1 Testingagainstcomputer players

A seriesof matchesbetweencompuer programswas con-
ducted with theresultsshovn in Tablel. Win ratesaremea-
suredin smallbetsperhand(sb/h).Eachmatchwasrunfor at
least20,00 ganes(andover 100,M0 ganesin somecases).
The vaiianceper garre depend greatly on the stylesof the
two playes involved, but is typically +/- 6 sh The standadl
deviation for eachmatchoutcane is not shovn, but is nor
mally lessthan+/- 0.03sb/h.

The“bot playes” were:

PsOpti2 compsed of a handerafted 3-round pre op
mode, providing condtional probability distributionsto each
of seven 3-round post op models(Figure 2). All modelsin
this pratotypeusedsix bucketsperplayerperrourd.

PsOptil, compesedof four 3-round post op mockls un-
derthe naive uniform distribution assumptionwith 7 buck
etsperplayerperrourd. Selby's optimalsolutionfor pre op
Hold'emis usedto play thepre op ([Selby 1999).

PsOptiQ compmsedof a single 3-round post op mocel,
wrondy assuminginiform distributions andaninitial potsize
of two bets,with seven buckets per playerper rourd. This
progam usedan always-callpolicy for the pre op betting
rourd.

Poki, the University of Albertapoker progam. This older
versionof Poki wasnot designedo play the 2-player gane,
andcanbedefededrathereasily but is a usefulbenchnark.

Anti-Poki, a rule-tasedprogam designedo beatPoki by
explaiting its weaknesseandvulnerabilitiesin the 2-player
game Any speci ¢ courter-stratgy canbe even morevul-
neralte to adaptve players.

Aadaqi, a relatively simple adapive playe, capableof
slowly learningandexploiting persistenpatterrs in play.

AlwaysCall, avery weakberchmarkstrateyy.

AlwaysRaise avelty weakbendimarkstrateyy.

It is importantto undestandthata gametheoreticoptimal
playeris, in prindple, not designedo win. Its purpeeis to
notlose An implicit assumptia is thatthe opponentis also
playing optimally, and nothing can be gainedby obseving
theoppmentfor patterrs or weaknesses.

In a simple gane like RoShamBa(also knowvn as Rock-
PaperScissors)playing theoptimal stratgly ensures break
even result, regadlessof what the oppment does, and is
therefae insufcient to defeatweak opponents,or to win a
tourrament([Billings, 20M]). Pokeris more comgdex, and
in theoly an optimal player canwin, but only if the oppo
nentmakesdominded errors. Any time a playe makesary
choicethatis part of a randanized mixed stratgyy of some
gametheoreticoptimalpolicy, thatdecisionis notdominated.
In otherwords, it is possibleto play in a highly sub-opimal
manrer, but still breakeven againstan optimal player be-
causehosechoicesarenot strictly domirated.

Sincethepseudosptimalstratgiesdonooppamentmockl-
ing, thereis noguaanteethatthey will beespeciallyeffective
agairstverybador highly predictdle players.They mustrely
only onthesefundamentaktratayic errors, andthe maigin of
victory mightberelatvely modestasaresult.



[ No. | Program [ 1] 2] 3] 4] 5] 6 | 7] 8]
1 PsOptil X | +0.090| +0.091] +0.251] +0.156| +0.047| +0.546] +0.635
2 PsOpti2 -0.090 X | +0.069| +0.118| +0.054| +0.045| +0.505| +0.319
3 PsOpti0 -0.091 | -0.069 X | +0.163| +0.135| +0.001| +0.418| +0.118
4 Aadapti -0.251| -0.118| -0.163 X | +0.178| +0.550| +0.905| +2.615
5 Anti-Poki -0.156| -0.054| -0.135| -0.178 X [ +0.385] +0.143| +0.541
6 Poki -0.047| -0.045| -0.001| -0.550| -0.385 X | +0.537| +2.285
7 AlwaysCall -0.546| -0.505| -0.418| -0.905| -0.143| -0.537 X | =0.000
8 AlwaysRaise || -0.635| -0.319| -0.118| -2.615| -0.541| -2.285| =0.000 X

Tablel: Compuervscompuer matchea (sb/h).

Thecritical questioris whetter sucherrorsarecomman in | Player ][ Hands| Posnl | Posn2 [ sb/h |
practice. Thereis no de niti ve answerto this questionyet, Masterlearly || 1147 | -0.324 | +0.360 | +0.017
but preliminary evidencesuggststhat domiratederrors oc- Masterllate || 2880 | -0.054 | +0.396| +0.170
cur often enoud to gain a measuable EV advartage over Experienceell || 803 | +0.175] +0.002| +0.088
wealer players,but may not be very comma in the play of Experiencee? || 1001 | -0.166 | -0.168 | -0.167
verygoodplayes. Exper!enceeB 1378 | +0.119| -0.016 | +0.052

The rst testsof the viability of pseudeoptimal solutions Experiencedt || 1086 | +0.042] -0.039 | +0.002
were donewith PsOptiO playing post op Hold'em, where Intermediate-1 2‘2148 +g-033 +(()).203 +C()).11g
both playes agreeto simply call in the pre op (therely Novice-1 1277 | 0159 -0.154 ] 015
matchirg the exact pre-canditionsfor the post op solution) [_AIl Opporents || 1512 | | [ -0.015 |
In thosepreliminay tests,a poker master(the rst authoj . ;
playedmorethan20@ hand, andwasunalle to defed the Table2: Humanvs PsOptizmatches.
pseu.deoptima stratgy. In contrast,Poki had_beenbeaten | Player || Hands| Posnl | Posnz | Sb/h ]
consistentlyat a rate of over 0.8 sb/h (which is more than
would belostby simply folding every hand) thecount 7030 | -0.006 | +0.103] +0.048

- ? . Masterl 2872 | +0.141| +0.314| +0.228

Usingthe sameno-betpre op policy, PsOptiOwasableto Master? 569 | 0.007 | $0.035 | 0.014
defeatPoki atarateof +0.144 sh/h(conparedto +0.001 sb/h Master3 425 | +0.047 | +0.373| +0.200
for thefull game includingpre op), anddefeatedA\adepti at Experiencedl || 4078 | -0.058 | +0.164| +0.053
+0.410 sb/h(conparedto +0.163 sh/hfor thefull gamé@. Experiencee? || 511 | +0.152 | +0.369| +0.260

All of the pseud-optimal playersplay substantiallybet- Experienceed || 2303 | -0.252 | +0.128| -0.062
ter thanary previously existing computer progams. Even Experienceeb 610 | -0.250 | -0.229 | -0.239
PsOptiQ which is not designd to play the full game,earns Intermediate-1|| 1628 | -0.145 | +0.048| -0.049
enowgh from the post op betting rounds to offset the EV Intermediate-2|| 478 | -0.182 | +0.402| +0.110
lossesfrom the pre op round (whereit never raisesgoad Novice-1 5045 | -0.222 | -0.010 | -0.116
hang, norfolds badones). Novice-2 485 | -0.255| -0.139 | -0.197

It is suspicios that PsOptiloutperformed PsOpti2 which Novice-3 1017} -0.369 | -0.051 | -0.210
in principle shouldbe a betterapgoximatian. Subsequet Novice-4 583 | -0.053 | -0.384 | -0.219
analysisof the play of PsOpti2revealedsomeprogammirg Novice-5 425 | -0571] -0.296 | -0.433
errors, andalsosuggestethatthe bucket assignmets for the |_All Opporents [| 4647 | | | -0.057 ]

pre op modelwere awed. This mayhave resultedin anin-
accurateoseudeoptimd pre op stratgy, andconsegentim-
balancesn the prior distributions usedasinput for the post-
op models. We expectthat this will berecti ed in future
versiors, andthatthe PsOpti2designwill surpas$?sOptilin
perfamance.

5.2 Testingagainsthuman players

While theseresultsareencouiaging nore of thenonpseude
optimal compuer opponents are better than intermedate
strengthat 2-player TexasHold'em. Therefae, matchesvere
condictedagairst humanoppaents.

More than100participans volunteeedto play againsthe
pseudeoptimd playes on our puldic webapplet(www.cs.
ualberta. ca/"games/ poker/ ),including mary expe-
riencedplayes, a few mastersand oneworld-classplayer
The programsprovided somefun oppasition, andendedup
with a winning record overall. The results are sumna-

Table3: HumanvsPsOptilmatches.

rized in Table 2 and Table 3. (Masterl is the rst author
Expefenced-1lis thethird autha).

In most cases,the relatively short length of the match
leaves a high degree of uncetainty in the outcane, limit-
ing how muchcanbe safelyconclugd. Nevertheless some
playes did appeato have a de nite edge while otherswere
clearlylosing.

A numbe of interestingobsenrationswere madeover the
courseof thesegameslt wasobviousthatmostpeope hada
lot of dif culty learningandadjustingto thecompuer's style
of play. In poker, knawing the basicapprach of the oppo
nentis essentialsinceit will dictatehow to properly hande
mary situationsthatarise. Someplayes wrongly attributed
intelligencewherenore was present. After losing a 1000
gamematch,oneexpeliencedplayercomnented‘the bothas
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Figure4: Progessof the “thecaunt” vs PsOptil

me gured outnow”, indicatingthatits oppamentmodel was
accuratewhenin factthe pseudeoptimal playeris oblivious
anddoesnomodelirg atall.

It was also evident that theseprogiams do consideably
betterin pradice than might be expected dueto the emo-
tional frailty of their humanoppments. Marny playes com-
mentedhatplayingagainsthepseua-optinal oppamentwas
anexasferatingexpetience. The bot routinely makesuncon
ventianal playsthat confuse and confoundhumars. Invari-
ably, someof these'bizarre” playshapgento coincide with a
lucky escapeandseveral of thesebadbeatsin quick succes-
sionwill oftencausestrongemotioral reactiors (sometimes
refered to as “going on tilt”). The level of play geneally
goesdown sharplyin thesecircumstaces.

This suggeststhat a perfectgame-theoetic optimal poker
playercould perhap beateven the besthumars in the long
run, becauseary EV lost in moments of weaknessvould
never bereganed. However, thewin ratefor sucha program
could still be quite small, giving it only a slight adwentage.
Thusit would be unable to exertits superiaity corvincingy
over the shortterm, suchasthe few hunded hand of one
sessionpr over the courseof a world champimshiptourra-
ment. Sinceeventhe besthuman playersareknown to have
biasesand weakressespppnentmodelirg will almostcer
tainly be necessaryo prodice a programthat surpassesill
human playes.

5.3 Testingagainsta world-class player

The elite poker expet was Gautam Rao, who is known as
“thecount” or “CountDracula”in theworld of popularonline
pokerrooms. Mr. Raois the#1 all-time winnerin the history
of the oldestonline garne, by an enornous margin over all
other players,both in total earning andin dollarper-hard
rate. His particularspecialtyis in short-hamled gameswith
ve or fewer playes. He is recogtized as one of the best
playes in theworld in theseganes, andis alsoexceptional
at 2-player Hold'em. Like mary top- ight playes, he hasa
dynanic ultra-gggressie style.
Mr. Rao agreedto play an exhibition match against

PsOptil, playing more than 7000 hand over the couse of
severaldays.Thegraphin Figure4 shavs the progessionof
thematch.

Thepseudeoptimd playerstartedvith somegoad fortune,
but lost at a rateof about-0.2 sb/hover the next 2000hards.
Thentherewasa sudd@e reversal, following a seriesof for-
tuitous outcones for the program. Although “thecownt” is
renawvn for his mentaltoughness,an uncanmonrun of bad
luck can be very frustrding even for the most expeiienced
playes. Mr. Raobelieveshe playedbelow his bestlevel dur
ing thatstagewhich contributedto a dramatic dropwherehe
lost300sbin lessthan400hands.Mr. Raoresumedlay the
following day but wasunalle to recover thelossesslipping
further to -200sb after 3700 hands. At this point he stoppel
play anddid a carefu reassessment.

It was clearthat his nomal style for maximizirg income
agairsttypical humanopponentsvasnoteffective againsthe
pseudeoptimd player Whereashuman playerswould nor-
mally succumbto a lot of pressue from aggressie betting
thebotwaswilling to call all the way to the shavdown with
aslittle asa Jackor Queerhighcard. Thatkind of playwould
befolly againsimostopponentsput is appopriateagairstan
extremely aggessve opponent. Most human playes fail to
malke the necessanadjustmet under theseatypical cond-
tions, but the proglamhasno senseof fear

Mr. Raochangd his apgoachto belessaggessve, with
immediaterewards, as shavn by the +600 sb increaseover
thenext 1100hand (someof whichhecreditedto agoad run
of cards).Mr. Raowasableto utilize his knowledgethatthe
compterplayerdid notdoary opponentmodelirg. Knowing
this allows a humanplayerto systematicallyprabefor weak-
nesseswithou ary fear of beingpunshedfor playing in a
methodcal andhighly predctablemamer, sinceanoblivious
oppaentdoesnot exploit thosepatterrs andbiases.

Although heenjoyedmuchmoresuccesin thematchfrom
thatpoint forward therewerestill some‘adventures”,suchas
thesharpdeclineat 5400 hand. Poleris a gameof veryhigh
variarce,especiallybetweertwo opponentswith sharpstyles,
ascanbe seenby thedramaticswingsover the courseof this
match.Although7000ganesmayseemlike alot, Mr. Rao's
victory in this matchwasstill not statisticallyconclisive.

We now believe that a humanpoker mastercan eventu
ally gaina sizableadwartageover thesepseudeoptimd pro-
totypedperhgs+0.20 sb/hor moreis sustainable)However,
it requilesa goodundestandingof the designof the program
andits resultingweakresses.Thatknowledgeis dif cu It to
learnduringnormalplay, dueto the goodinformation hiding
providedby anapprgriatemixture of plansandtactics.This
“cloud of confusion” is anatual barrierto oppaentlearning
It would be evenmoredif cult to learnagainstan adaptve
progamwith goodoppnentmodelirg, sinceany methodcal
testingby the human would be easily exploited. This is in
starkcontrastto typical human opponentswho canoftenbe
accuratelymodded afteronly a smallnumkber of hands.

6 Conclusionsand Futur e Work

The pseudoseptimal playerspresentedn this paperare the
rst completeapprximatiors of a game-tieoretic optimal
stratgy for afull-scalevariationof realpoker.



Several abstractio techniquieswereexplored, resultingin
the reasonaly accuraterepresentatiorof a large imperfect
information garre tree having nodeswith a small
collectionof modelsof size . Despitethesemassie
redudions and simpli cations, the resulting progams play
respectaly. For the rst time ever, computer progamsare
notcompletelyoutclassedby stronghumanoppositionin the
gameof 2-player TexasHold'em.

Useful abstraction includedbettingtreereductias, trun-
cation of bettingrounds combned with EV leaf nodes,and
bypassing betting rourds. A 3-round mocel ancheoed at
the root provided a pseuad-optimal stratgy for the pre op
rourd, whichin turn providedthe propercontetualinforma-
tion neecekd to determire conditinal probabilities for post-
op mockels. Themostpowerful abstractiongor redicingthe
prodem size were basedon bucketing, a methodfor parti-
tioning all possibleholdngsaccordng to strateic similarity.
Although thesemethalsexploit theparticdar structue of the
TexasHold'em gane tree,the principlesaregeneal enaigh
to be appliedto a wide variety of imperfectinformationdo-
mains.

Many re nementsandimprovemens will be madeto the
basictechnquesin the coming montts. Furthertestingwill
also cortinue, sinceaccuate assessmerih a high variarce
doman is alwaysdif cullt.

The next stageof theresearctwill beto applythesetech-
nigues to obtain appoximatiors of Nashequilibria for -
playerTexasHold'em. This pronisesto beachallengng ex-
tension,sincemulti-player ganmes have mary propertiesthat
donotexist in the 2-playergane.

Finally, having reasonble appoximatiors of optimal
stratgies does not lessenthe importarce of goad oppe
nentmodéing. Learnirg agairst an adaptve adwersaryin a
stochastiggane is a challengig prodem, andtherewill be
mary ideasto explore in combiring the two different forms
of information. Thatwill likely bethekey differercebetween
aprogamthatcancompetewith thebest,anda programthat
surpassesll humanplayers.

Quoting“thecouwnt™:

“You havea very strong program. Onceyou add
oppmentmodelirg to it, it will kill everyore.”
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